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These are work-in-progress notes to accompany the third and final part of the Oxford
MMathPhys course Kinetic Theory, which I am lecturing in November 2022. The
first two parts of the course, lectured by Prof. Paul Dellar† and Prof. Alexander
Schekochihin‡ respectively, focused on the kinetic theory of monotonic gases and of
electrostatic plasmas. This third part concerns the kinetic theory of stellar systems. As
a trial run, I will also be delivering these lectures at the Institute for Advanced Study,
Princeton, in October 2022. If you notice any typos in these notes, or have feedback on
my lectures, please email me!

The MMathPhys is a relatively new program, inaugurated in the 2015-2016 academic
year, and I was part of its second (2016-2017) student cohort. Thus I am perhaps the
first MMathPhys lecturer who attended their own course as a student. I therefore owe
a great debt to my two predecessors in teaching the Stellar Systems component of this
course, Prof. James Binney¶ and Dr. Jean-Baptiste Fouvry∥, and I refer the reader to
the excellent lecture notes by each of them. Aside from these references, much of the
basic material that I discuss in §§1-3 and §6 is covered very well in the Bible, a.k.a.
Binney & Tremaine (2008), and in the online book by Jo Bovy at galaxiesbook.org.
There is no textbook covering all of the more advanced material that comprises the
remaining sections, but some of it can be found in Binney (2013a,b) and Sellwood
(2014). Those interested in astro-dynamics more generally might try Frank van den
Bosch’s notes here. Further references are given throughout the text.

I also thank Tobias Heinemann, without whom my knowledge of kinetic theory —
and my ability to deliver these lectures — would be much diminished.

† https://people.maths.ox.ac.uk/dellar/MMPkinetic.html
‡ https://www-thphys.physics.ox.ac.uk/people/AlexanderSchekochihin/KT
¶ https://www-thphys.physics.ox.ac.uk/people/JamesBinney/lectures.html

∥ http://www2.iap.fr/users/fouvry/Teaching.html
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Figure 1. Left: The spiral galaxy M83 (the Southern Pinwheel). Image credit: ESO. Right: The
globular cluster M80. Image credit: Wikipedia. Note that the scale of the image on the left is
about 10,000 times larger than than on the right.

1. Introduction
What spectacle confronted them
when they, first the host, then the
guest, emerged silently, doubly dark,
from obscurity by a passage from the
rere of the house into the penumbra
of the garden?

The heaventree of stars hung
with humid nightblue fruit.

James Joyce
Ulysses (1922)

Having sailed silently through our course on the kinetic theory of gases, via an obscure
passage through the kinetic theory of plasmas, we have now emerged into the penumbra
of the kinetic theory of stellar systems, where our spectacular heaventree awaits. That is
to say, in this course we will be studying things like Figure 1.

On the left of Figure 1 is an image of a disk galaxy called the Southern Pinwheel,
captured by the la Silla Observatory in the mountains of Chile. I have chosen this image
not because it is visually stunning (though who could argue with that?) but because it
exhibits several of the paradigmatic features of disk galaxies, and is in fact thought to
closely resemble our own Galaxy, the Milky Way†. Like the Milky Way, the Southern
Pinwheel has an elongated or barred structure at its centre and exhibits beautiful spiral
arms. The red knots strung along the arms are hydrogen-alpha emission from regions of
recent star formation (meaning stars have been born there in the last few tens of Myr),
while the bluer light comes from much older stars (up to ages of ∼ 10 Gyr; the Big Bang
happened 13.7 Gyr ago, and galaxies formed in the first few Gyr that followed). The

† Of course the trouble with observing the Milky Way is that we’re in it. The most distant
spacecraft we’ve ever sent from Earth, Voyager 1, is currently about 150 Astronomical Units
(AU) away from us — that is, 150 times further than we are from the Sun. But that means
Voyager hasn’t even reached the edge of our Solar System, never mind reached the next-nearest
star, which is on the order of 1 parsec (pc) away (1pc ∼ 2× 105 AU ∼ 3 light years). And our
Galaxy measures tens of thousands of parsecs across. So even if we launched a suitable telescope
at the speed of light, we’d be waiting ten thousand years or more to snap our Galactic selfie.

 \includegraphics [width=0.47\textwidth ]{Messier-83.png} 
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image is haphazardly obscured by thin, dark dust lanes, regions wherein visible starlight
has been absorbed‡. The whole galaxy is a few tens of kiloparsecs (kpc) across. The
galaxy is oriented more or less face on, but if we were to see it from the side we would
find that it was very thin, with a central bulge — like two fried eggs glued back to back.
The ∼ 1011 stars that make up the galaxy are, for the most part, orbiting in this very
thin, nearly two-dimensional plane, and move on (nearly) circular orbits within that
plane. This means that the motion of stars in the galaxy is highly ordered, a.k.a. cold.
These orbits have typical periods tdyn ≳ 108 years (also called the dynamical timescale),
meaning that most stars have completed much fewer than 100 orbits in the lifetime of
the galaxy.

The image on the right of Figure 1 is of the globular cluster M80. This is another optical
image, taken with the Hubble Space Telescope. Globular clusters are much smaller than
galaxies, but contain a much higher density of stars — the whole cluster M80 measures
perhaps a few parsecs across, but contains something like ∼ 105 stars†. Globular clusters
typically contain very little gas, and hence exhibit no ongoing star formation, which
is why there is a much narrower range of colours in this image. Moreover, unlike disk
galaxies, globular clusters are (nearly) spherically symmetric on average. Also unlike disk
galaxies, they are hot systems, by which I mean that the motion of their stars has no
strongly preferred direction. More mathematically, at any given point r in the cluster, the
local phase space distribution f(r,v) depends primarily on the magnitude, rather than
the direction, of velocity v. Though they are of a comparable age to galaxies — having
formed ∼ 10 Gyr ago — globular clusters are much more ‘dynamically old’ because the
typical orbital periods of their stars is only tdyn ∼ 105yr, so each star has undergone
∼ 105 orbits around the cluster in its lifetime.

1.1. Two mental models

The subsection above is the only astronomy lesson I will feed you in this course,
I promise. Its purpose was to provide some ‘real-world’ astrophysical motivation for
the mathematical adventure upon which we are about to embark, and in particular to
introduce two simple mental models I want you to have in mind throughout the course:
the cold, rotating axisymmetric disk and the hot, non-rotating spherical cluster. These
are really just over-simplified versions of disk galaxies and globular clusters respectively.
They are the cleanest examples of two stellar systems that exhibit completely different
dynamical behavior. We will find that the cold disk is analogous to a plasma (with
collective oscillations/instabilities and wave-particle interactions playing a key role),
while the hot sphere is more analogous to a classical gas (with relaxation primarily
driven by discrete two-body encounters). But there are many subtleties and differences
to be encountered along the way, and gravitational systems are capable of behaviour that
has no precedent in gas or plasma kinetics.

‡ This light is then re-emitted in the infrared, which is the primary wavelength domain of
the $10bn James Webb Space Telescope (JWST), meaning JWST is able to see galaxies in far
superior resolution to anything that’s gone before. Of course, infrared light is invisible to the
human eye, so the JWST images you see on the front pages of newspapers have undergone a
huge amount of what’s politely called ‘post-processing’ to make them look suitably beautiful.

† Remember the typical distance between stars in a galactic disk is ∼ 1pc. In a globular
cluster it is ∼ (105/pc3)−1/3 ∼ 0.01pc. So you would not get much sleep if you lived on a planet
inside a globular cluster — every point on your sky would be brimming with bright starlight.
So far, no planets have been found inside clusters, which may be because they are too violent a
dynamical environment for a stable solar system to form.
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2. Basic notions of large-N self-gravitating systems
2.1. Virial equilibrium

Consider a system of N ≫ 1 stars of equal mass m, interacting only via Newtonian
gravity. The gravitational potential energy due to the interaction between two stars with
positions r and r′ is

U(r, r′) = − Gm2

|r − r′|
, (2.1)

where G is Newton’s gravitational constant. Newton’s second law then tells us that the
equation of motion of star i is

m
dvi

dt
= − ∂

∂ri

N∑
j ̸=i

U(ri, rj) = −Gm2
N∑
j ̸=i

ri − rj
|ri − rj |3

, (2.2)

where vi ≡ dri/dt is the ith particle’s velocity.
Gravity is an exclusively attractive force — two masses always attract and never repel,

which means that unlike in plasma, there is no shielding, nor is there any sensible notion
of a ‘Debye length’. Since N is very large (∼ 105 in the hot sphere; ∼ 1011 in the
cold disk), and every star is attracting every other star, what stops the entire system
from collapsing under its own weight and forming a black hole? The answer depends
on the context. In the hot sphere, the random motions of the stars counterbalance the
gravitational attraction (and can be thought of as an effective ‘pressure’, but beware: this
pressure has nothing to do with colliding stars). In the case of a cold disk it is differential
rotation (i.e. the fact that the disk is spinning) that counterbalances gravity.

To put these notions on a more mathematical basis, let us derive the virial theorem.
For an N -body system we know that there must be no net momentum, so the centre of
mass of the system is fixed. Choosing the origin of our coordinates to be this fixed point,
the moment of inertia of the N -body system with respect to the origin is

I =

N∑
i=1

mr2i . (2.3)

Let us now take the second derivative of this quantity with respect to time:

d2I

dt2
= 2

(
N∑
i=1

mv2
i +

N∑
i=1

mri ·
dvi

dt

)
. (2.4)

Using the equation of motion (2.2) we can write the second term on the right hand side
as

N∑
i=1

mri ·
dvi

dt
= −Gm2

N∑
j ̸=i

ri ·
ri − rj

|ri − rj |3

= −1

2
Gm2

N∑
i=1

N∑
j ̸=i

(ri − rj) · (ri − rj)

|ri − rj |3

=

N∑
i=1

N∑
j>i

U(ri, rj). (2.5)

For an equilibrium system, the moment of inertia can fluctuate around an average value
over a few dynamical times but that average value must not itself change. Denoting such
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an average by ⟨.⟩, we have that for a system in virial equilibrium,

2K +W = 0, (2.6)

where

K =

〈
1

2
m
∑
j

v2
i

〉
, W =

〈∑
i<j

U(ri, rj)

〉
, (2.7)

are obviously the averaged total kinetic and total potential energies of the system
respectively. In other words, in virial equlibrium, the kinetic and potential parts of the
energy of the system balance eachother to within an order-unity factor.

A globular cluster (right panel of Figure 1) is an excellent example of a system in
virial equilibrium. Its smooth, near-spherical shape reflects the fact that it is not, on
average, undergoing any violent bulk motions, despite the stars inside it whizzing round
like a swarm of bees on the timescale tdyn. Note that even though a cluster is in virial
equilibrium, that equilibrium does still evolve (otherwise there would be no point to this
course); but that evolution occurs over a timescale much longer than tdyn, as we will see.

The virial theorem allows us to make quick order-of-magnitude estimates about typical
random velocities of stars. For instance, consider a globular cluster has a mass M ∼
Nm ∼ 105M⊙ and a radius R of a few parsecs. Using the virial theorem we can calculate
the typical velocity dispersion of stars in this cluster:

Mσ2 ∼ GM2

R
=⇒ σ ∼

√
GM

R
≈ 10 km s−1

(
M

105M⊙

)1/2(
R

pc

)−1/2

, (2.8)

in agreement with what is observed.
Finally, let me contrast globular clusters with an example of a system which is very

much not in virial equilibrium. Figure 2 shows the Antennae system, which consists
of two galaxies that have collided and are in the process of merging. For this system,
equation (2.6) does not hold; instead energy is rapidly being transferred between kinetic
and potential forms on the timescale tdyn as the two galaxies perform their cosmic dance.
But we know from numerical simulations of such galaxies that they ultimately do virialise,
and that this virialisation is nearly complete after only a few tdyn (which in this case still
means a billion years or more). This rather rapid evolution towards a virialised state is
called violent relaxation (Lynden-Bell 1967). The precise mechanics of violent relaxation,
and the question of which particular virial equilibrium state the system will fall into, is a
matter of ongoing research not only in stellar dynamics but also in plasma physics (Ewart
et al. 2022). For the rest of this course I will only consider virialised stellar systems whose
bulk properties are evolving on timescales ≫ tdyn.

2.2. Thermal equilibrium?
I mentioned above that virial equilibria are not true equilibria of stellar systems —

rather, they are just quasi-equilibria that evolve on timescales much longer than the
dynamical time tdyn. But why is this the case? After all, this is not what happens in either
a gas or an electrostatic plasma: there, the natural thermal equilbirium distribution of
particle positions and velocities is a homogeneous Maxwellian, which Prof. Schekochihin
argues is ‘the fate of all things’. Well, not quite all. Gravity does not play by those
thermodynamic rules.

Suppose we wished to describe a globular cluster as a ‘stellar gas’ in thermal equilib-
rium. We could make a natural definition of temperature by relating it to kinetic energy
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Figure 2. The Antennae galaxies NGC4038 and NGC4039. These two colliding galaxies are
in the process of merging into a single structure. It is easy to see by eye that this system
is going to undergo significant morphological changes on the typical timescale ∼ tcross, and
so is not in virial equilibrium. Image credit: NASA, ESA, and the Hubble Heritage Team
(STScI/AURA)-ESA/Hubble Collaboration.

of that gas:

K =
3

2
NkBT. (2.9)

Then the total energy of the cluster is equal to K plus the total potential energy,
Etot = K + W . But from the virial theorem (2.6) we know that W = −2K, so
Etot = −K < 0. The fact that Etot is negative is not unusual: it just means that the
system is gravitationally bound†. The heat capacity is then

C =
∂Etot

∂T
= −∂K

∂T
= −3

2
NkB < 0. (2.10)

Notice that it C is negative. This is strange: if you add heat to the system (increase its
total energy Etot), it cools down! In other words, the more energy is deposited into the
cluster, the lower the amplitude of the random velocities inside it.

The negativity of the heat capacity implies that it is impossible for a globular cluster
ever to reach a thermal equilibrium. For instance, consider a cluster at temperature T
immersed in a heat bath of the same temperature. Suppose there is some infinitesimal
negative fluctuation in the cluster’s energy, −|δE|. By (2.10), this will cause the cluster to
achieve a higher temperature by δT = C/(−δE) > 0, i.e. with higher velocity dispersion.
Since the temperature is now higher, the system loses more heat to the bath, which then
makes its temperature increase even further, and so on without limit.

Nor can one achieve thermal equilibrium in an isolated stellar system (i.e. ignoring
any heat bath). The reason is that any particle at position r that has speed larger
than vesc(r) =

√
−2Φ(r) is unbound from the system and hence will escape to infinity

(a.k.a. evaporate). This precludes the system from ever attaining a Maxwellian velocity
distribution function (DF), since this has a finite density out to v → ∞. One might argue
at this point that the Maxwellian is only an idealisation, and not being able to exactly

† Recall from your nursery school days the calculation of the escape speed vesc of a bullet
shot from the surface of the Earth. The criterion for escape was that the total energy of the
bullet is positive, v2esc/2−GM⊕/R⊕ > 0. When it was negative, the bullet was bound to return
to Earth.

https://esahubble.org/images/heic0615a/
https://esahubble.org/images/heic0615a/
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realize a Maxwellian DF is a rather pedantic argument for the non-existence of thermal
equlilibrium. Indeed, we approximate the DF of the gas in this room as a Maxwellian,
but nobody actually expects to measure an air molecule moving at 100, 000 km s−1 —
and anyway, all speeds are ultimately bounded by the speed of light. To assess the scale
of this potential pedantry, let us calculate the rate at which stars would evaporate from
a hypothetical Maxwellian stellar system. The typical escape speed can be estimated as

σ2
esc ∼

1

M

∫
dr ρ(r)v2esc(r) = − 2

M

∫
dr ρ(r)Φ(r). (2.11)

This is obviously related to the total potential energy of the system W . Being careful
not to over-count the pairwise interactions, and using the virial theorem (2.6), we get

σ2
esc ∼ −4W/M = 8K/M = 4σ2, (2.12)

where σ2 = ⟨v2
i ⟩ is the cluster’s velocity dispersion. Assuming the cluster has a

Maxwellian DF with this velocity dispersion we can estimate the fraction of unbound
particles by

fesc ≈
∫∞
2σ

dv v2 exp(−3v2/2σ2)∫∞
0

dv v2 exp(−3v2/2σ2)
≈ 1

140
. (2.13)

In other words, we expect about 1% of an isolated stellar system to evaporate away on
a relaxation time (see the next section for the definition of this term). The equivalent
situation in a monotonic gas would be that 1% of the gas disappeared every mean-free
time! This shows that I was not being all that pedantic after all. Indeed there are certain
star clusters called open clusters with N ∼ 103 (some of which you can see with the naked
eye, like the Pleiades) whose lifetime is limited by evaporation to a few hundred Myr.
There will have been star clusters visible to the dinosaurs that have since evaporated
into the vastness of space and are no longer visible to us. Dissolving into nothingness is
the true fate of all things.

The bottom line is that thermal equilibrium is impossible in a star cluster. The above
arguments also hold for cold, differentially rotating disks, as well as other virialised self-
gravitating structures. We conclude that in stellar systems there does not exist any true
thermal equilibrium and that the Maxwellian DF is impossible to achieve†.

2.3. So what does happen to a virialised stellar system?
So, we have agreed that there exists no unevolving thermal-equilibrium state for stellar

systems. What, then, does happen to stellar systems after they reach virialisation? The
answer is that they move slowly from one virialised quasi-equilibrium state to another
on a timescale that we call the relaxation time‡.

How do we estimate the relaxation time? Roughly speaking, it is the timescale over
which a typical star ‘forgets’ its initial conditions, i.e. over which its orbit around its

† In the language of statistical mechanics, in self-gravitating systems there is no
microcanonical ensemble, no canonical ensemble, energy is not extensive, and entropy is not
bounded (so there exists no maximum entropy state). This is not to say that concepts like entropy
are useless in stellar dynamics, just that one has to be very careful about naive application of
‘standard’ stat-mech results. Designing a sensible statistical mechanics for stellar systems, and
understanding the extend to which the standard concepts are still useful, is an ongoing topic of
research.

‡ This is a pretty terrible name, since we just showed that there is no natural state towards
which stellar systems ‘relax’. Perhaps a better name would be ‘secular evolution timescale’, but
the word secular is also loaded, due to its frequent use in the field of celestial mechanics, where
it means something slightly different. Thus we will stick with the historical terminology here.
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Figure 3. (a) Relaxation in a gas involves physical contact collisions (or at least, very
short-range interaction) between molecules, meaning a molecule’s velocity can be changed
significantly after a single collision. (b) In a stellar system, by contrast, two-body encounters are
mostly weak, long-range nudges. Later in the course we will deal with collective effects, whereby
one cannot think of relaxation as a two-body process at all (but see Problem Set Q4).

host cluster or galaxy changes significantly. I am aware that I’m using the word ‘orbit’
despite the fact we have not discussed orbit theory yet (see §3), but the intuition from
gas kinetics is good enough for now — we simply ask, supposing an unperturbed star
was moving in a straight line, how long would it take for its velocity v to de-correlate
from its initial value, i.e. to accumulate an impulse |∆v| ∼ |v|?

In a gas these impulses occur because a given molecule collides with some other
molecule roughly once per mean-free time, and after a few such collisions has completely
forgotten its initial state (see Figure 3a). This is not so in a stellar system. Even in a dense
system like a globular cluster core the distance between single stars is such that direct
physical collisions are very rare (Hills & Day 1976). Instead, in a cluster the evolution
of a star’s orbit is mostly driven by a very large number of weak nudges from all the
other stars it passes (Figure 3b). In the next three subsections sections we will first follow
Chandrasekhar (and Spitzer, and Landau) and estimate the relaxation timescale due to a
series of such nudges (§2.3.1). We will then show how one can attain the same answer in
a more general setting, considering the scattering of stars off generic density fluctuations
(§2.3.2). Finally we will expose both of these approaches as inadequate, particularly for
describing the evolution of cold disks (§2.3.3). This will be the jumping-off point where
stellar kinetics ceases to consist of a series of rough estimates; thereafter, things get
quantitative.

2.3.1. Chandrasekhar’s theory of two-body relaxation
Let me go through the simplest version of Chandrasekhar’s† calculation of the relax-

ation time, based on his theory of two-body relaxation, and primarily following §1.2.1 of
Binney & Tremaine (2008). For a more complete treatment of Chandrasekhar’s theory,
see Chapter 7 of that book.

We will ignore all the complications associated with real stellar systems and instead
consider a single test star moving in a statistically homogeneous box of static field stars
of mass m. Let our test star travel in a perfectly straight line until it approaches a field
star at impact parameter b. The goal now is to calculate the nudge to the test star’s
velocity, δv(b). Since we are going to assume that the interaction between the two stars
is weak, to lowest order we can approximate the trajectory of the test star as a straight

† Subrahmanyan Chandrasekhar (1910 - 1995), legendary an Indian-American astrophysicist;
most famous for his work on the limiting mass of white dwarf stars. He is also my academic
great-great-grandfather. Before I criticize his two-body relaxation theory in §2.3.3, let me say
that (a) together with his theory of dynamical friction, it contains almost everything that your
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Figure 4. A test star encounters a field star of mass m at impact parameter b. Assuming the
encounter to be weak, the lowest-order nudge to the test star’s velocity, δv, can be calculated
by integrating along the unperturbed trajectory (straight dotted line).

line throughout the encounter (see Figure 4). Suppose the closest approach of the test
star to the field star occurs at t = 0; we will therefore calculate the total impulse it
receives by integrating from t = −∞ to t = ∞. It is then obvious that in the direction
parallel to v there is no overall velocity change, since the parallel accelerating force the
test star it feels while flying towards the field star (t < 0) is exactly canceled by the
retarding force it feels as it flies away (t > 0). We can therefore confine ourselves to
calculating the total perpendicular velocity nudge δv⊥.

The perpendicular acceleration field felt by the test star is (see Figure 4 for the
definition of r and θ):

F⊥ =
Gm

r2
cos θ =

Gm

b2

[
1 +

(
vt

b

)2
]−3/2

. (2.14)

Integrating over all times we get

δv⊥ =

∫ ∞

−∞
dt F⊥ =

Gm

bv

∫ ∞

−∞

ds

(1 + s2)3/2
=

2Gm

bv
. (2.15)

Does this look right? Well the velocity impulse the test star experiences is larger the
more massive is the field star, and the closer its approach, which makes sense. It is also
sensible that the impulse decays with v, since the larger is v the shorter is the duration
of the encounter. On the other hand this formula also predicts its own demise: if δv⊥ is
sufficiently large that it is equal to the original speed v, then the straight-line trajectory
is a poor approximation. Note that for a fixed m and v this this occurs at a critical impact
parameter b90 = 2Gm/v2, so-called because this in fact produces a 90-degree deflection.
For impact parameters b ≲ b90 we ought really to solve the two-body enounter problem in
full generality, without without making any approximations (which is not that difficult
— see Binney & Tremaine 2008, §3.1). Luckily such strong encounters are rare, and
empirically they don’t seem to make much difference to the bulk evolution of the system,
so let us plough on by ignoring them.

Chandrasekhar’s next step is to assume relaxation in a stellar system consists of nothing
more than an uncorrelated series of weak two-body encounters. Under this assumption
we can calculate the relaxation time as follows. Let the number density of stars in the
box be n. Then in a time T the field star passes a total of ∼ nv T 2πbdb field stars at
impact parameter ∈ (b, b + db). The mean-square kick to the velocity that the test star

average astrophysicist knows about self-gravitating kinetics, and (b) this contribution constitutes
only a tiny fraction of his outstanding oeuvre.
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receives in time T is therefore∑
δv2⊥ ≈

∫ bmin

bmax

nv δt 2πbdb× δv2⊥ =
8πG2m2n

v
T lnΛ, (2.16)

where lnΛ ≡ ln(bmax/bmin) is the Coulomb logarithm.
We seem to have a problem here, since taking either bmin → 0 or bmax → ∞, or

both, causes the total velocity impulse to diverge (albeit in the most undramatic way,
i.e. logarithmically). So, what values of bmin/max should we take? Usually one takes bmax

to be comparable to the scale of the system ∼ R, since there cannot be any encounters
more distant than this, and takes bmin ∼ b90 because strong encounters are in some sense
‘rare’ or unimportant (and really because we don’t want our results to diverge). In fact,
the question of fixing the Coulomb logarithm precisely has plagued stellar dynamics for
decades. In my opinion the answer is it doesn’t matter too much because the model is
only heuristic anyway. For instance, encounters with impact parameters b ∼ the system
size certainly can’t be thought of as straight lines, since they must take into account
the curved geometry of the true orbits of the stars (see §2.3.3). The standard choice
Λ ∼ R/b90 is good enough for obtaining order-of-magnitude estimates, which is all we
care about here.

If we now set
∑
δv2⊥ equal to the original squared speed v2, we can identify T as the

two-body relaxation time

t2BR ∼ v3

8πG2m2n lnΛ
. (2.17)

Let us relate this more clearly to the number of stars in the system N . Let the side-length
of the box be ∼ R — which is a proxy for the radius of the star cluster or galaxy in which
we are interested. Then we know from the virial theorem that typically v2 ∼ GNm/R (see
equation (2.8)). We may also set the typical crossing time to be tdyn ∼ R/v and the typical
number density to be n ∼ N/(4πR3/3). Then taking bmax = R and bmin = b90 = 2Gm/v2

we get Λ ∼ NRv2/(Gm) ∼ N , so that

t2BR ∼ 0.1N

lnN
tdyn. (2.18)

To be even more heuristic, we will often drop the factors of 0.1 and lnN and simply
state that the two-body relaxation time is on the order of t2BR ∼ Ntdyn. Plugging in the
numbers I gave you in the Introduction, we find that for a globular cluster t2BR ∼ 10
Gyr, comparable to the age of the cluster; but for a disk galaxy, t2BR ∼ 1010 Gyr, nine
orders of magnitude longer than the age of the Universe†.

2.3.2. Scattering by density fluctuations
I want to show you now that there is nothing special about the picture of ‘one star

flying past another’, and that in fact Chandrasekhar’s estimate of the relaxation time is
equivalent to what we get if we assume a test star moves in any statistically homogeneous
system subject to Poisson density fluctuations on all scales. For more details see Binney
& Tremaine (2008); Hamilton et al. (2018).

Consider again a system of size R, mass M ∼ Nm and typical velocity scale v ∼

† The keen-eyed reader will notice that the arguments I’ve made here don’t really apply to the
geometry of a thin disk. However, one can perform exactly the same estimates taking accounting
for disky geometry, with the result that the estimate on the right hand side of (2.18) is reduced
by a factor like ∼ 104 (see equation (5) of Sellwood 2014 and the surrounding discussion).
Nevertheless, even this shortened two-body relexation time is much, much longer than the age
of the Universe.
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GM/R. Now consider a subregion of size r = xR. On average, this region contains

mass Mr ∼ x3M . It will undergo density fluctuations (‘Poisson noise’) simply because
it contains a finite number of stars. Roughly, on a timescale δt ∼ xR/v the mass in the
subregion fluctuates by an amount δMr ∼ x3M/

√
x3N . Now take a test star a distance

yR away from this subregion. The change in that test star’s velocity during δt due to the
fluctuation we just estimated will be

δv ∼ GδMr

(yR)2
δt ∼ vx5/2

y2
√
N
. (2.19)

Now we want to add up the effects of all such subregions, just as we added up the contri-
butions from all impact parameters in §2.3.1. Assuming the subregions are statistically
independent, There are ∼ 4π(y/x)2 subregions of scale x at a distance yR from our test
star, and in a single orbital period tdyn each such subregion fluctuates x−1 times. So in
a time tdyn the change in velocity of the test star due to these subregions is∑

δv2 ∼ 4π
(y
x

)2 1

x
(δv)2 ∼ 4πv2x2

y2N
. (2.20)

Now let us fix x and sum over the subregions at all possible distances, i.e. over y =
x, 2x, 3x, .... Writing dy ≈ x we have∑ 1

y2
≈ 1

x2

∫ 1

x

dy

y2
=

1

x

(
1

x
− 1

)
≈ 1

x2
. (2.21)

Plugging this into (2.20) we have the total mean-square velocity impulse per tdyn from
subregions of size xR: ∑

δv2 ∼ 4πv2

N
, (2.22)

which, remarkably, is independent of x. This ‘equation’ (if it deserves that name)
encapsulates the beauty and tragedy of gravitational physics. It’s a beautiful because
gravity has no preferred scale, and so fluctuations on all scales are equally important when
working out what will happen to our test star. (This is different from an electrostatic
plasma, where there’s a preferred scale — the Debye scale — below which all the
important two-body action happens). And it’s tragic because gravity has no preferred
scale, and so fluctuations on all scales are equally important when working out what will
happen to our test star. This is a severe pain in the... neck, as we’ll see.

To complete our calculation we must sum the contributions from all the relevant
scales x. There are 1/x subregions of scale x, from some smallest scale xmin up to the
system scale x = 1. Thus we sum the contributions from all x by multiplying (2.22) by∫ 1

xmin
dxx−1 = − lnxmin. The smallest scale to consider should be of the order of the

inter-particle distance xmin ∼ N−1/3. The overall change of the test particle’s velocity
over one dynamical time is therefore given by

δv2 ∼ 4πv2 lnN

3N
(2.23)

Setting this equal to v2 we find that the relaxation time due to Poisson fluctuations is

tPoisson ∼ N

4 lnN
tdyn, (2.24)

which is essentially the same as equation (2.18), and has all the same scalings.
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2.3.3. Where do we go from here?

In §2.3.1 we estimated the relaxation time trelax using Chandrasekhar’s theory of two
body relaxation. It turns out that when applied to computer simulations of hot spheres,
the formula (2.18) actually does a remarkably good job of estimating trelax although
the Coulomb logarithm sometimes has to be tweaked (Heggie & Hut 2003). Moreover,
one can use the same ideas to spin up a full kinetic theory — i.e. a kinetic equation of
the form ∂f/∂t = C[f ], with C calculated by assuming relaxation consists of two-body
encounters as above — and this works well in hot spheres too (Fouvry et al. 2021).
However, this is intellectually very painful to accept, given the many shortcomings that
Chandrasekhar built into his theory. For instance,

• Stellar systems are inherently inhomogeneous (see Figure 1) but Chandrasekhar
assumed homogeneity.
• Because of the inhomogeneity, stellar orbits are not straight lines, but instead are

quasiperiodic (Figure 5), leading to resonant interactions.
• Stars do not behave in an independent, uncorrelated way but instead tend to oscillate

collectively — this is what gives rise to e.g. the spiral structure in Figure 1.

In fact, the calculation we performed in §2.3.2 is the first clue that Chandrasekhar
perhaps got the right answer for the wrong reasons. There, we abandoned the idea of suc-
cessive two-body encounters, and instead thought of stars as scattering off (unavoidable,
finite-N) density fluctuations. Note that we assumed the fluctuations were uncorrelated
(Poissonic) reflecting nothing more than the finite number of stars N in the cluster.
This suggests that Chandrasekhar’s estimate will be fine as long as this ‘uncorrelated’
assumption works — which it does in a hot sphere.

On the other hand, Chandrasekhar’s picture completely fails to describe the evolution
of cold disk galaxies. Like a plasma, disk galaxies are replete with collective oscillations,
instabilities, and resonant interactions — in other words, coherent, correlated fluctuations
abound. Observations and simulations show that that the secular evolution of disk
galaxies happens on a timescale much, much shorter than the 1011tdyn that equation
(2.18) would predict (Kormendy & Kennicutt Jr 2004; Sellwood 2014). To describe this
behavior we need to leave Chandrasekhar’s picture behind and develop a new kinetic
theory, one capable of dealing with the complications listed above.

That is what we will do in the rest of these lectures. But before we can do kinetics,
we must learn how to describe the orbits of stars in inhomogeneous, but still fixed and
smooth, mean-field gravitational potentials.

3. Mean-field dynamics
In Part II of this course there was no lecture entitled ‘mean-field dynamics’ because

those dynamics were trivial: the system under a consideration was a homogeneous
electrostatic plasma with zero mean electric field, meaning that unperturbed ‘orbits’
were just straight lines: r(t) = vt + r(0) and v = v(0) = cst. On the contrary, stellar
systems are inherently inhomogeneous, which means that the unperturbed mean-field
orbits of stars in galaxies are not straight lines. In fact, this is something even plasma
physicists have to deal with when they consider particles orbiting in nontrivial mean-field
geometries, such as in toroidal tokamak fusion plasmas or in the Earth’s magnetosphere.

Taking the mean-field gravitational potential to be Φ0(r), the equations of motion of
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Figure 5. Nearly all orbits in central potentials Φ0(r) look like this: a two-dimensional ‘rosette’.
This orbit is a combination of an azimuthal oscillation in the positive-ϕ direction, and a radial
oscillation between rp and ra. Image credit: J.-B. Fouvry.

a test particle are

dr

dt
= v,

dv

dt
= −∇Φ0(r). (3.1)

However, it turns out that we cannot solve these equations of motion explicitly for all
but the simplest potentials (e.g. the Kepler potential Φ0(r) ∝ −1/r, and the harmonic
potential Φ0(r) ∝ r2). But we can solve the equations numerically, and it is very
computationally cheap to do so†. This is called ‘integrating the orbit’.

3.1. Orbits in central potentials
In general, numerical orbit integration shows that the mean-field orbits of stars in

smooth, regula galactic potentials Φ0 can be fairly complicated — see Chapter 3 of
Binney & Tremaine (2008) for a thorough overview. However, for illustrative purposes
there’s only one simple orbit family we need to visualize, which is the planar rosette orbit
shown in Figure 5. That’s because this is (nearly) the only type of orbit that is possible
in central mean-field potentials Φ0(r), which encompasses both our mental models, the
hot sphere and the cold disk.

We see from Figure 5 that the orbit consists of a combination of an azimuthal
circulation in the positive-ϕ direction, and a radial oscillation between the fixed pericentre
rp and apocentre ra. We can calculate rp and ra in terms of the two conserved quantities
of the particle’s motion, namely its energy and angular momentum:

E =
1

2

(
dr

dt

)2

+
L2

2r2
+ Φ0(r), L = r2

dϕ

dt
. (3.2)

The peri/apocentre are the radial turning points of the orbit; that is, they are solutions
to vr(rp/a) = 0, where vr = dr/dt is the radial velocity:

vr(r) ≡
√
2(E − Φ(r))− L2/r2. (3.3)

Thus in central potentials there is a one-to-one correspondence between the integrals of

† Modern numerical packages like Galpy allow even an idiot like me to do cute numerical
work with only a small amount of effort. See Prof Magorrian’s course next term for more.
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Figure 6. Three orbits that are confined to the Z = 0 plane of the thin axisymmetric disk
potential (3.8) with bh/bℓ = 0.05. The red lines show the orbit over just the first few azimuthal
periods. Figure taken from Hamilton & Rafikov (2019).

motion (E,L) and the peri/apocentric distances (rp, ra):

E(rp, ra) =
r2aΦ(ra)− r2pΦ(rp)

r2a − r2p
, (3.4)

L(rp, ra) =

√
2[Φ(ra)− Φ(rp)]

r−2
p − r−2

a

. (3.5)

We can also calculate the frequencies of the radial and azimuthal oscillations as follows.
First, the radial frequency is Ωr = 2π/Tr where Tr is the radial period:

Tr(rp, ra) =

∫
dt = 2

∫ ra

rp

dr

vr(r)
. (3.6)

The azimuthal frequency isΩϕ = Ωr×|∆ϕ|/(2π) where |∆ϕ| is the increment in azimuthal
angle over one radial period:

|∆ϕ(rp, ra)| = 2

∫
dϕ = 2L

∫ ra

rp

dr

r2vr(r)
. (3.7)

In other words, all the characteristic quantities describing the orbit can be calculated
given the two numbers rp, ra, or equivalently the two constants of motion E, L.

To further illustrate what these rosette orbits look like, consider motion in the
Miyamoto-Nagai potential, which is often used as a simple model for galactic disks:

ΦMN = − GM√
R2 +

(
b2ℓ +

√
Z2 + bh

)2 . (3.8)

Here bh and bℓ are the scale height and scale radius of the disk respectively; to ensure it
is a thin disk we set bh/bℓ = 0.05. By symmetry, a particle in this potential which starts
with Z(0) = 0 and Ż(0) = 0 will remain in the Z = 0 plane indefinitely. Setting Z = 0 in
(6) we see that what remains is an effective central potential, so we expect orbits in the
(X,Y ) plane to look like rosettes. In Figure 6 we show three such orbits and see they do
indeed take rosette form, the only difference between them being their particular values of
rp and ra; for instance orbit (a) is nearly circular, with rp ≈ ra, whereas orbit (c) is nearly
radial, with rp ≪ ra. We infer that in a central mean field potential we can ‘label’ mean-
field orbits using their peri/apocentres (rp, ra), or equivalently their energy and angular
momentum (E,L) — in contrast to a homogeneous plasma, where one could label orbits
using their velocity values v. These orbit labels of course contain no information about
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Figure 7. Left panel shows an orbit in the Hernquist potential Φ0 = −GM/(b + r). Middle
panels show fluctuations in the radial and azimuthal coordinates of the orbits as a function of
time. Right panels show the Fourier transforms of these fluctuations.

the orbit’s instantaneous radial or azimuthal phase, just like labeling an orbit by v in a
plasma doesn’t tell you its instantaneous position in the box r. But it turns out that the
phase of the orbits also exhibit rather simple behavior, as we investigate next.

3.2. Quasiperiodicity

A crucial feature of orbits in smooth, regular galactic potentials revealed by numerical
orbit integration is that they are quasiperiodic. By this I mean that one can Fourier-
analyze the numerically integrated orbit and write it as (Binney & Spergel 1982, 1984)

r(t) =
∑
k

rk exp(ik ·Ωt), (3.9)

where the vectors k have integer components — e.g. (0, 1, 2), (−2, 3, 1), etc — and the
vector Ω is made up of frequencies that are characteristic of the orbit†.

As an example, consider Figure 7 which shows an orbit in the Hernquist potential
Φ0 = −GM/(b+ r). In the left panel we show the orbit in the (X,Y ) — or equivalently
(ϕ,R) — space. In the middle panels we plot the oscillations in radial coordiante,∆R(t) ≡
R(t)−R where R = (2π/Ωr)

∮
dtR is the average radial coordinate, and the oscillations

in azimuth around the ‘guiding centre’, ∆ϕ = ϕ − [ϕ(0) + Ωϕt]. In the right panel we
Fourier-transform these oscillating quantities and plot the resulting power spectra as a
function of frequency ν. We see that these power spectra exhibit peaks at only a small
number of discrete locations in frequency space, in this case integer multiples of the
radial frequency‡ Ωr. This numerical example, along with many other examples from
more complicated (but still regular) potentials, tell us that most mean-field orbits can
be thought of as a superposition of oscillators. Next, we will see how these ideas allow
us to construct a coordinate system in which mean-field motion is trivial.

† The ‘quasi’ in quasiperiodic comes from the fact that the Fourier decomposition relies on
integer combinations of more than one fundamental frequency.

‡ We emphasise that the purely azimuthal modes have been removed since we have subtracted
the guiding centre behaviour.
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3.3. Angle-action variables
Consider a set of canonical coordinates and momenta (q,p), and consider a star moving

in the generic Hamiltonian H(q,p). The equations of motion for that star are

dq

dt
=
∂H

∂p
,

dp

dt
= −∂H

∂q
. (3.10)

We can also use these canonical coordinates to introduce an antisymmetric functional on
phase space called a Poisson bracket. For any two functions f(q,p) and g(q,p) we define

[f, g] =
∂f

∂q
· ∂g
∂p

− ∂f

∂p
· ∂g
∂q
. (3.11)

This will be useful later.
A perfectly valid choice for the canonical coordinates (q,p) is the particle position and

velocity (r,v). However, the lack of straight line orbits in stellar systems means that
(r,v) are awkward variables with which to do kinetic theory. We would like instead to
work as much as possible with quantities that are invariant along orbits. An integral of
motion I(r,v) is any function of phase space coordinates that is constant along an orbit.
In the case of a central potential Φ0(r), the angular momentum L is one such integral
of motion. Another obvious integral of motion that always exists for time-independent
potentials is the energy E (i.e. the value of the Hamiltonian). A robust result of numerical
orbit integration is that, for all the mean-field potentials we will care about in this course,
there nearly always exist at least as many independent integrals of motion as there are
degrees of freedom in the system (normally 2 or 3). Of course, one can construct as many
mutually dependent integrals of motion as one wishes, since any function of integrals of
motion is itself an integral of motion.

The obvious next question is: given that these integrals of motion exist, can we
use them as coordinates for our phase space? The answer is yes, but if we want to
preserve the Hamiltonian structure of our system — i.e. if we want the new coordinates
to be canonical — then we have to be careful about which integrals to use. It turns
out that the quasiperiodicity of mean-field motion (§3.2) guarantees the existence of a
special set of integrals called actions J , which are canonical momenta on phase space†.
These actions have the special property that the system’s Hamiltonian H(q,p) can be
written exclusively in terms of them, H=H(J). Moreover, they can be complemented
by canonical coordinates or angles θ, which have the special property that they are 2π-
periodic. In these special angle-action coordinates (q,p) = (θ,J), Hamilton’s equations
(3.10) take the simple form

dθ

dt
=
∂H

∂J
= Ω(J),

dJ

dt
= −∂H

∂θ
= 0, (3.12)

where we introduced the orbital frequencies Ω(J)=∂H/∂J . In these coordinates, the
orbits are straight lines, as one has

θ(t) = θ0 +Ω(J) t ; J(t) = const. (3.13)

Some further properties of the angle-action coordinates are as follows. As angle-action
coordinates are canonical, they leave the Poisson bracket (3.11) invariant, so that one

† To get technical for a moment, we can generate the actions by performing the integral over
phase space Ji = 1

2π

∮
γi

p · dq, where the γi are independent paths through the part of phase
space accessible to the orbit, i.e. paths that cannot be deformed into eachother without leaving
the accessible region.
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Figure 8. Illustration of the phase space diagram of a harmonic oscillator, H = (v2+ω2x2)/2.
Left panel: Illustration of the trajectories in the physical phase space (x, v) (in units where
ω = 1). The trajectories take the form of concentric circles along which the particle moves.
Here, the action J should therefore be seen as a label for the circle associated with the orbit,
and the angle θ should be seen as the position along the circle. Right panel: Illustration of the
same trajectories in angle-action space (θ, J). In these coordinates, the mean-field motions are
straight lines. The action J is conserved, while the angle θ evolves linearly in time. Image credit:
J.-B. Fouvry.

generically has [
g, h] =

∂g

∂θ
· ∂h
∂J

− ∂g

∂J
· ∂h
∂θ
. (3.14)

As a result, angle-action coordinates also leave the infinitesimal phase space volumes
invariant so that dpdq=drdv=dθdJ . Furthermore, the periodicity of the angle variables
in d dimensions means that any phase space function can be Fourier expanded as

G(θ,J) =
∑
k

Gk(J) exp(ik · θ), (3.15)

with inverse

Gk(J) =

∫
dθ

(2π)3
G(θ,J) exp(−ik · θ), (3.16)

where k is a vector composed of integers. Actions are also adiabatic invariants: if H
evolves on a timescale longer than the dynamical time, tdyn≃ 1/Ω, an orbit of H will
evolve in such a way that J=const.

3.3.1. Example: 1D harmonic oscillator
In Figure 8, we illustrate one example of angle-action coordinate in the case of a one-

dimensional harmonic oscillator Hamiltonian, H = v2/2 + ω2x2/2. In that case we see
that orbits which followed circles in (x, v) space now traverse straight horizontal lines in
(θ, J) space.

I showed in the lecture how to derive the action explicitly in this case, but have not yet
had time to fully write it up; the key result is J = E/ω.

3.3.2. Example: motion in a central potential
As another example, for central potentials Φ0(r) the two-dimensional rosette motion

can be described using action variables J1 = Jr and J2 = L, where L is the usual angular
momentum (see equation (3.2)) and Jr is the radial action:

Jr =
1

π

∫ ra

rp

dr
√
2(E − Φ(r))− L2/r2. (3.17)
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Figure 9. The distribution of stars’ orbits in our local patch of the Milky Way disk (a.k.a. the
Solar neighborhood), plotted in angle-action space, using data from the GAIA satellite. Taken
from Hunt et al. (2019).

The conjugate angles are the radial angle

θ1 = θr = Ωr

∫ r

rp

dr′

vr(r′)
, (3.18)

and the azimuthal angle

θ2 = θϕ = φ+

∫ r

rp

dr′
Ωr − L2/r′2

vr(r′)
, (3.19)

where φ is the (constant) longitude of the ascending node of the rosette plane. These
angles evolve at the rate of the radial frequency Ωr and azimuthal frequency Ωϕ respec-
tively†. Figure 9 shows the state-of-the-art GAIA data on the distribution of millions of
stellar orbits in our local patch of the Milky Way disk, plotted in various slices through
angle-action space, for θ = (θr, θϕ) and J = (Jr, L). I show this in the hope of convincing
you that angle-action coordinates are not some dusty old antique confined to the latter
chapters of classical mechanics textbooks — instead, understanding the structures present
in Figure 9 is a major goal of modern research.

Note that I have not proven the existence of the angle-action variables, nor have
I told you how to generate them from scratch (via the process of writing down a
suitable canonical generating function). All this you can find explained rather neatly (if
heuristically) in Binney & Tremaine (2008), or in Prof Magorrian’s course Galactic and

† The third action in the system is J3 = Lz, the projection of the angular momentum vector
along the z-axis. The corresponding angle in this case is the longitude of ascending node θ3 = φ;
the frequency is Ω3 = 0, reflecting the fact that in central potentials, orbits are confined to 2D
planes.
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Planetary Dynamics. For a rigorous mathematical exposition, see Arnold (1989). A third-
way compromise between these two extremes can be found in the excellent Lichtenberg
& Lieberman (2013).

In summary, we will assume throughout this course that we can always construct angle-
action variables (θ,J) with the properties described above, i.e. such that the mean-field
Hamiltonian depends only on J . It is then tempting to think of actions the or ‘velocity’
variables in our new phase space and the angles as our new ‘positions’. And indeed, many
formulae from plasma kinetics will more-or-less hold in stellar dynamics just by making
the substitution v → J and r → θ. However, there are two key mathematical differences
which will lead us into a world of pain. The first is that unlike in a homogeneous plasma,
the canonical coordinate changes at a rate which is in general a nonlinear function of
the canonical momentum; i.e. Ω(J) is typically a complicated function of J . The other
key difference is that the gravitational potential in these variables depends on both the
canonical coordinates and momenta, i.e. Φ(r) → Φ(θ,J). As we will see, these differences
make stellar systems in some ways significantly richer dynamically than electrostatic
plasmas, but also make some calculations much more difficult.

4. Fundamental equations of the kinetic theory
In §2 we were introduced to the idea that an arbitrary, gravitationally-bound ensemble

of stars reaches virial (quasi-)equilibrium on a few dynamical timescales tdyn, and then
moves through a series of such equilibria on the relaxation timescale trelax ≫ tdyn. Then
in §3 we saw how to describe the quasiperiodic orbits of stars in smooth, regular, time-
independent potentials Φ0, and in particular we became familiar with the machinery of
angle-action variables. Here we will set up the remainder of the course by bringing these
two ideas together. Our aim is to describe an equilibrium stellar system as a collection
of quasiperiodic orbits, and then to describe how fluctuations in the true gravitational
potential cause that equilibrium to change slowly over time.

As usual, everything in this section was first done in plasma theory — see Kaufman
(1972).

4.1. Klimontovich’s description
The place to start is with the microscopic Klimontovich distribution function (DF),

familiar from your gas and plasma kinetics courses:

f m(r,v, t) = m

N∑
i=1

δ
(
r − ri(t)

)
δ
(
v − vi(t)

)
. (4.1)

As a reminder, this function encodes the exact position and velocity of every particle
i at time t, which are themselves the exact solutions to the Newtonian equations of
motion (see equation (2.2)). Therefore, the Klimontovich function (4.1) contains complete
information about the system. Of course at this stage it is totally useless because if we
knew all this information we could go home already. Nevertheless, describing the system
in this way is what will allow us to most conveniently formulate our kinetic theory.

Note that f is normalized such that
∫
drdvf = Nm = M , the total mass of the

system. Thus, the exact microscopic gravitational potential is

Φm(r, t) =

∫
dr′dv′ ψ(r, r′)f m(r′,v′, t), (4.2)

where ψ(r, r′) = −G/|r − r′|. This is simply the formal solution of Poisson’s equation
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∇2Φm = 4πGρm where the microscopic mass density is ρm =
∫
dv f m. It follows that

every particle i satisfies Hamilton’s equations (3.10), namely

dri
dt

=
∂H m(ri,vi, t)

∂vi
,

dvi

dt
= −∂H

m(ri,vi, t)

∂ri
. (4.3)

where H m is the microscopic Hamiltonian

H m(r,v, t) =
v2

2
+ Φm(r, t) (4.4)

Using equations (4.1)-(4.4) it now easy to check that f m(r,v, t) exactly satisfies the
Klimontovich equation

df m

dt
=
∂f m

∂t
+ v · ∂f

m

∂r
− ∂Φm

∂r
· ∂f

m

∂v
= 0, (4.5)

which we notice can also be written in a pleasingly coordinate-free form as

∂f m

∂t
+ [f m, H m] = 0. (4.6)

Physically, this equation just says that each infinitesimal ‘pixel’ of phase-space fluid is
invariant if one follows it along the trajectory prescribed by H m.

For later use we mention here two neat results. From the fact that the transformation
to angle-action coordinates (§3.3) is canonical it also follows that the Klimontovich DF
(4.1) can be expressed as

f m(θ,J , t) = m

N∑
i=1

δ
(
θ − θi(t)

)
δ
(
J − Ji(t)

)
. (4.7)

Similarly, the microscopic potential (4.2) may be written:

Φm(θ,J , t) =

∫
dθ′

∫
dJ ′ ψ(θ,J ,θ′,J ′)f m(θ′,J ′, t). (4.8)

The above coordinate change suggests a very general, if slightly more abstract, derivation of
the same results (which I have stolen from J.-B. Fouvry’s notes). For any canonical coordiantes
w = (q,p) we have

f m(w, t) =

N∑
i=1

mδ(w −wi(t)), (4.9)

where wi(t) stands for the location in phase space at time t of the ith particle. Taking a time
derivative, we get

∂f m(w, t)

∂t
=

N∑
i=1

m
∂

∂wi(t)

[
δ(w −wi(t))

]
ẇi(t)

= −
N∑
i=1

m
∂

∂w

[
δ(w −wi(t))

]
ẇi(t)

= − ∂

∂w
·
[ N∑

i=1

mδ(w −wi(t)) ẇi(t)

]

= − ∂

∂w
·
[ N∑

i=1

mδ(w −wi(t)) ẇ(t)

]
= − ∂

∂w
·
[
f m(w, t) ẇ(t)

]
. (4.10)
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To get the second line, we simply used the parity of the Dirac delta, to switch the variable w.r.t.
which the derivative is computed. To get the third line, as the derivative only acts on w, we
may move all particle’s phase space velocities, ẇi(t), within the derivative. Finally, to get the
last line, we used the presence of the Dirac delta to identify the phase space location where the
phase space velocity, ẇ, has to be computed (assuming no self-forces). Hamilton’s equations
allow us to write ẇ very compactly as

ẇ =
[
w, H m]. (4.11)

so that
∂f m(w, t)

∂t
+

∂

∂w
·
[
f m(w, t) ẇ

]
= 0. (4.12)

But Hamilton’s equations also tell us that the phase-space flow is incompressible, i.e.

∂

∂w
· ẇ = 0. (4.13)

This allows us to put the Klimontovich equation in its final Poisson-bracket form, (4.6).

4.2. Mean field and fluctuations
We do not know, nor do we particularly care, about the details of the microscopic

distribution function f m of a particular stellar system. Even if we knew it at t = 0,
a short (dynamical) time later it would have undergone some fluctuation according to
the Klimontovich equation (4.6) — which tells us that each phase space fluid element
is advected according to the being the supremely complicated microscopic Hamiltonian
(4.4) — and we could never hope to follow this motion analytically. What we do care
about, however, is the structure and evolution of the ensemble-averaged distribution
function f0 = ⟨f⟩, which can be thought of as an average over the initial phase space
coordinates of all N stars. The central idea of kinetic theory is to use the statistics of
the ensemble of realizations {f m} to derive an equation for the evolution of f0.

The logical construction here is quite subtle, so let’s be careful about it. We first think
of some virial equilibrium f0 which we would like to evolve. Then we think of {f m} as
the set of possible microscopic DFs — each of which is deterministic through (4.6), and
hence is fully defined by its initial condition — that time-average, after a few dynamical
times, to f0, in the same sense as in §2.1. For self-consistent problems, f0 also defines the
ensemble-averaged potential Φ0 = ⟨Φ⟩, but if we ignore self-consistency then Φ0 can just
be imposed by hand (for instance it could be the potential of an inert, but gravitationally
dominant, dark matter halo). Either way, we will refer to Φ0 as the mean-field potential.

Along these lines, we propose to split all quantities into a mean (ensemble-averaged)
part and a ‘fluctuating’ part which depends on the particular microscopic realization.
Thus we write the microscopic distribution function as

f m = f0 + δf. (4.14)

The scalar potential Φm as defined in (4.2) is a linear functional of the distribution func-
tions f m, as is the microscopic Hamiltonian H m defined in (4.4). Thus, in correspondence
with (4.14) we may write

H m = H0 + δΦ, (4.15)
where the mean-field Hamiltonian

H0 =
v2

2
+ Φ0, (4.16)

and Φ0 = ⟨Φ⟩.
Let us briefly consider what happens if there are no fluctuations (which is the case e.g.
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if N → ∞). Setting δf = δΦ = 0 in (4.14)-(4.15) and plugging the results into (4.6), we
get†

∂f0
∂t

+ [f0, H0] = 0. (4.17)

We now demand that in the absence of fluctuations, f0 cannot change with time, so that
∂f0/∂t = 0; this is the very definiton of an ensemble-averaged DF. We find that for this
to be true, f0 must ‘commute’ with the Hamiltonian H0:

[f0, H0] = 0, (4.18)

Put differently, any f0 which commutes with the Hamiltonian H0 will be an equilibrium
distribution in the absence of fluctuations, or what is called a collisionless equilibrium.

Let us now reinstate the fluctuations. We are going to allow f0 to be time-dependent,
albeit secularly, i.e on a much longer timescale than the dynamical time tdyn; this will
allow the system to move through a series of virial equilibria, each of which satisfies
equation (4.17) (of course for self-consistent problems H0 will itself be changing, too).
Ensemble averaging the Klimontovich equation (4.6) then yields(

∂

∂t
+ L

)
f0 = ⟨[δΦ, δf ]⟩, (4.19)

where we used (4.14) and (4.15), and where the differential operator L is defined through

LA = [A,H] (4.20)

for an arbitrary function A. The total operator ∂t + L can then be thought of as a
‘mean-field operator’ which advects particles along their mean field trajectories.

So, to calculate the evolution of f0 we need to evaluate the right hand side of (4.19).
Supposing for the moment that we knew the potential fluctuations δΦ exactly, our
problem would be solved if we could express the phase space density fluctuations δf
in terms of δΦ. We can make progress in this direction by subtracting (4.19) from (4.6)
to get an evolution equation for δf :(

∂

∂t
+ L

)
δf + [f0, δΦ] = [δΦ, δf ]− ⟨[δΦ, δf ]⟩. (4.21)

We now make a key approximation, which is to linearise this equation, i.e. assume the
fluctuations are small. This means we can ignore the right hand side, resuting in(

∂

∂t
+ L

)
δf + [f0, δΦ] = 0. (4.22)

Equations (4.19) and (4.22) will form the basis of our kinetic theory.

4.3. Angle-action coordinates and Jeans’ theorem
The previous subsection was a rather abstract, coordinate-free discussion. However, as

is usually the way in physics, if we are to actually calculate anything we need to choose
some coordinates. This is where the angle-action coordinates introuced in §3.3 turn out to
be very powerful. We know from §3.3 that associated with the mean potential Φ0 is a set
of mean-field orbits, which can be trivially encoded in angle-action variables (θ,J) such

† Equation (4.17) is usually called the Collisionless Boltzmann Equation in stellar dynamics,
or the Vlasov equation in plasma kinetics. But in research papers you’re equally likely to see
either of those names given to the Klimontovich equation (4.6), or to something else entirely, so
watch out.
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that the mean Hamiltonian H0 = v2/2 + Φ0 = H0(J). If we now take f0 also to depend
only on J , then under dynamics driven purely by H0, it is an equilibrium distribution,
since [f0, H0] = 0, a results known as Jeans’ theorem.

With this, we can alternatively think of f0 it not as an ensemble average over the set
{f m}, but as the average of any given realization f m(θ,J , t) over phase angles θ — or,
since θ ∝ t under mean-field evolution, over a few tdyn. In effect we are making an ergodic
assumption, equating phase, time and ensemble averages. This is analogous to what you
did in homogeneous plasma theory, where the ensemble average was accomplished by an
integration over the volume of the box — there, one implicitly assumed equivalence of
space, time and ensemble averages. Let us therefore write

f(θ,J , t) = f0(J) + δf(θ,J , t), (4.23)
H(θ,J , t) = H0(J) + δΦ(θ,J , t) (4.24)

Since H0(J) is independent of the angles θ, by equation (3.14) the operator L is given
by

L = Ω · ∂
∂θ
, (4.25)

where Ω = ∂H0/∂J . Next, since f is independent of θ, we can integrate (4.19) over
angle to obtain

∂f0
∂t

=

∫
dθ

(2π)3
⟨[δΦ, δf ]⟩. (4.26)

Expressing the Poisson bracket in angle-action coordinates as in (3.14), and then inte-
grating by parts over θ, we get

∂f0
∂t

=
∂

∂J
·
∫

dθ

(2π)3

〈
δf

∂

∂θ
δΦ

〉
. (4.27)

Note this equation takes the form of a continuity equation in action space, as it must,
since we are not allowing stars to be created or destroyed. Moreover, in these variables
the linearised equation (4.22) reads

∂δf

∂t
+Ω · ∂δf

∂θ
− ∂f0
∂J

· ∂δΦ
∂θ

= 0. (4.28)

Similarly, ensemble-averaging equation (4.8) and subtracting the result from the original
equation we have

δΦ(θ,J , t) =

∫
dθ′

∫
dJ ′ ψ(θ,J ,θ′,J ′)δf(θ′,J ′, t). (4.29)

4.4. Fourier expansion
At this point it is convenient† to introduce a Fourier representation for our fluctuating

quantities. That is, we use the periodicity of the angle variables θ to express δf and δΦ
as Fourier series, like in equation (3.15):

δf(θ,J , t) =
∑
k

δfk(J , t) e
ik·θ, (4.30)

δΦ(θ,J , t) =
∑
k

δΦk(J , t) e
ik·θ, (4.31)

† Although not obligatory — see Luciani & Pellat (1987).
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Let me now rewrite the two equations (4.27) and (4.28), in Fourier form:

∂f0
∂t

= − ∂

∂J
·
∑
k

ik⟨δΦ∗
k(J , t)δfk(J , t)⟩. (4.32)

and
∂δfk
∂t

+ ik ·Ωδfk − ik · ∂f0
∂J

δΦk = 0. (4.33)

Along with the Poisson equation, these two amigos will take centre-stage for the rest of
the course. The idea is that we may solve (4.33) for δf [δΦ], and plug the result in to
the right hand side of (4.32) to get a closed evolution equation for f0. Of course, this
equation is only really closed if we know δΦ. If the potential fluctuations are externally
imposed this is true, but if they are being generated self-consistently by the fluctuations
then we to couple them to a third equation, namely the Fourier-transformed version of
(4.29), which reads:

δΦk(J , t) = (2π)3
∑
k′

∫
dJ ′ ψkk′(J ,J ′)δfk′(J ′, t). (4.34)

5. Externally-driven diffusion
In this section we will study the simplest type of secular evolution, namely diffusion

driven by ‘externally imposed’ potential perturbations. We will ignore the fact that
fluctuations in the distribution function produce potential fluctuations of their own.
Mathematically, this is equivalent to treating our f0 as describing a set of massless tracer
particles in a stochastic background field, as in the classic plasma analysis of Sturrock
(1966)†. Heuristically, such an assumption is valid if the ‘things producing the diffusion’
(in this case spiral arms, giant molecular clouds, etc.) are much heavier than the ‘things
being diffused’ (stars).

The theory that follows, which we develop in §5.1, is no mere mathematical curiosity.
On the contrary, it describes how stars in the Milky Way, having been born on near-
circular orbits in the Galactic midplane, may acquire radial and vertical motions through
gravitational interactions with transient spiral waves. This might then explain, for
instance, why there is a significant population of stars away from Jr = 0 in Figure
9. In §5.2 we show how our mathematical formalism can be applied to understand this
‘heating’ process quantitatively, following Binney & Lacey (1988) and Binney (2013a,b).

5.1. The diffusion equation
The central idea of our kinetic theory, as outlined at the end of §4, is to solve the

linearized equation (4.33) for δfk and then plug the result into (4.32) to evolve f0. The
formal solution to (4.33)

δfk(J , t) = δfk(J , 0)e
−ik·Ω(J)t + ik · ∂f0

∂J

∫ t

0

dt′ e−ik·Ω(J)(t−t′)δΦk(J , t
′). (5.1)

This equation describes the linear response of the system δf to the externally imposed
fluctuation δΦ. The first term on the right hand side represents pure phase mixing, i.e.
advection of the initial fluctuation δf(0) in the mean-field potential Φ0.

Since we are imposing δΦk externally, we do not need to couple this solution to the
Poisson equation. As a further simplification, let us consider a hypothetical galaxy that

† Of course if the particles are massless then Φ0 must also be externally imposed.
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is completely unperturbed at t = 0, so we can this term. (If we kept it, it would actually
give rise to a frictional term in the kinetic equation, as we will see in §7). Injecting the
result into the right hand side of (4.32) we get

∂f0
∂t

=
∂

∂J
·
[
D(J , t) · ∂f0

∂J

]
, (5.2)

where the ‘running diffusion tensor’ is

D(J , t) =
∑
k

kk

∫ t

0

dt′e−ik·Ω(t−t′)Ckk(J ,J , t− t′), (5.3)

and we defined the correlator of potential fluctuations:

Ckk′(J ,J ′, t,−t′) ≡ ⟨δΦ∗
k(J , t)δΦk′(J ′, t′)⟩, (5.4)

which we assumed only depends on the difference between times, t− t′.
Now, the quantity Ckk that enters (5.3) is real. Let us further assume the fluctuations

are statistically stationary, so that Ckk′(J ,J ′, t−t′) only depends on the difference |t−t′|.
Using these symmetries we can write

D(J , t) =
∑
k

kk

∫ t

0

ds eik·ΩsCkk(J ,J , s), (5.5)

=
1

2

∑
k

kk

∫ t

−t

ds eik·ΩsCkk(J ,J , s). (5.6)

Since we are interested in the diffusion over timescales significantly longer than the typical
dynamical time tdyn ∼ (k ·Ω)−1, we can take t→ ∞ in limits of this integral. (Of course
what we are really doing is evaluating the diffusion after a timescale long compared to
tdyn but short compared to trelax, so we can treat f0 as a constant). Let us define the
temporal Fourier transform†

ĝ(ν) =

∫ ∞

−∞
dt g(t) exp(iνt), ν ∈ R, (5.7)

and note that for g real and even in t, we have ĝ(ν) = ĝ(−ν) = ĝ(ν)∗. Then f0 obeys the
diffusion equation

∂f0
∂t

=
∂

∂J
·
[
D(J) · ∂f0

∂J

]
, (5.8)

where the diffusion tensor D is now time-independent:

D(J) =
1

2

∑
k

kk Ĉkk(J ,J ,k ·Ω). (5.9)

This equation tells us that the diffusion of stars in an externally imposed, fluctuating
gravitational potential relies on the power spectrum of the fluctuations having significant
power at the stars’ orbital frequencies k ·Ω. This makes sense, since perturbations which
oscillate at a significantly different frequency from this will be washed out over time
— the star will feel an equal ‘pull’ and ‘push’ from the perturbation as it traverses its
unperturbed mean field orbit, with a net result of zero. This is our first taste of a very
common idea in stellar dynamics which is that for weak perturbations to have any impact

† I use ν here to help distinguish the Fourier transform ĝ(ν), which takes a real argument ν,
from the Laplace transform g̃(ω) which I will introduce in §6, and which will take a complex
argument ω.
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Figure 10. The age-velocity dispersion relation in the Solar neighborhood. The left and right
panels show the vertical and radial velocity dispersions, respectively, as functions of stellar age.
Different colours correspond to different radial locations in the Galaxy, but the trend is clear:
the older the star, the ‘hotter’ is its orbit. Figure taken from Mackereth et al. (2019).

they must be (close to) resonant with the orbits of stars. The introduction of angle-action
variables allows us to quantify these resonances very easily: the pattern speed of some
perturbation, Ωp, must be equal to a linear combination of the unperturbed frequencies
k ·Ω.

5.2. Example: galactic disk heating by transient spirals
5.2.1. Motivation: the age-velocity dispersion relation of the Milky Way

I now want to show you how the fairly abstract formalism that we have developed so
far can be used to actually calculate something. To motivate this calculation, consider
Figure 5.2, which was created by Mackereth et al. (2019) by assembling state-of-the-art
data from the GAIA and APOGEE surveys. It shows the vertical (left) and radial (right)
velocity dispersion of stars in the Galactic disk as a function of their age — the so-called
age-velocity dispersion relation (AVR). More precisely, σi is the average of the normed
velocity component

√
v2i , averaged over all the stars in a particular sample. The stellar

ages can be measured by examining chemical emission spectra, and take values roughly
in the range 1 − 10 Gyr. The color scaling of the different points reflects the fact that
stars are located at different mean radii ⟨Rmean⟩ within the Galactic disk, and stars at
different ⟨Rmean⟩ exhibit slightly different AVRs†. However, the overall trend is clear:
older distributions of stars are ‘hotter’ i.e. their orbits are less circular. Stacking the
results from all ⟨Rmean⟩, and assuming all stars were born at t = 0, Mackereth et al.
(2019) find the approximate scalings σz ∝ t1/2, σR ∝ t1/3, and σR/σz ∼ 0.6 (though
these results come with significant uncertainties, particularly the last one).

Regardless of the exact details of the observed trends, how might one explain this
dramatic disk heating? I say ‘dramatic’ because in all cases the velocity dispersions
achieved by stars after several Gyr are a significant fraction of their initial (near-circular)
velocity, vc ∼ 200 km/s. Two-body relaxation certainly cannot be the culprit, since it
predicts (§2.3.1) that uncorrelated star-star interactions modify orbits significantly only

† The data points are also represented as either filled or open circles depending on whether
the star has high or low ‘α-abundance’, which is a measure of how chemically enriched they are.
One can see by eye that this abundance correlates strongly with age. We will not need to worry
about it here.
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on the timescale t2BR ∼ Ntdyn, which is much longer than the age of the Universe.
Instead, there must be some other diffusion mechanism at play.

As yet this problem has not been fully solved — nobody has come up with an entirely
convincing model that explains all the observations. However, there are two key agents
which must be involved in the final answer. The first is molecular clouds, i.e. the gaseous
complexes from which stars form, with masses Mmc ∼ 105M⊙. These act like randomly-
placed mass clumps within the disk, each of which is much heavier than any individual
star†, and they locally scatter stars off their mean-field orbits. The second is transient
spiral arms, i.e. the large-scale, spiral-shaped over-densities like those in the left panel of
Figure 1; these (probably) pop into existence, rotate around the Galaxy a few times while
perturbing the disk stars, and then decay. In this section we will investigate the second
heating mechanism. We will follow the pioneering calculation of Binney & Lacey (1988)
and treat spirals as ‘externally imposed’ perturbers (so we can use equation (5.8)), and
see how efficiently they heat the Galactic disk‡.

5.2.2. Epicyclic orbits in a galactic midplane
Let us consider motion near the midplane of a thin axisymmetric disk, best described

in physical space using cylindrical coordinates (R,ϕ, z); the mean potential is then of
the form Φ0(R, z). To evaluate equation (5.8) we need to choose appropriate angle-action
variables (θ,J). To this end, we will consider only near-circular orbits, so that we can
employ the epicycle approximation (Binney & Tremaine 2008). This approximation holds
as long as orbits do not stray too far from circular, i.e. as long as their oscillations in the
radial and vertical directions are small. More mathematically speaking, we know that
all regular orbits are quasiperiodic (§3.2), i.e. they can be considered a superposition of
anharmonic oscillators; in the special case of the epicyclic approximation, each orbit is
a superposition of harmonic oscillators. The major advantage of this approximation is
that it allows us to write down the mapping (r,v) → (θ,J) explicitly.

For simplicity, let us restrict ourselves to motion in the midplane of the disk, z = 0,
and ignore vertical motion (we will discuss vertical heating briefly in §5.2.5). We can
then consider Φ0 to be a function of R only. In the epicyclic approximation, each orbit
consists of circular motion at the guiding centre radius Rg, plus harmonic oscillations in
the radial and azimuthal coordinates.

To show this, let us first write down the Lagrangian for motion in this potential:

L(R,ϕ, Ṙ) = 1

2
Ṙ2 − Φeff(R), (5.10)

where Φeff(R) ≡ Φ0(R) − L2/2R2 is the effective potential, and L = R2ϕ̇ is a constant.
It follows that the equation of motion for R is

d2R

dt2
= −∂Φeff(R)

∂R
. (5.11)

Of course, perfectly circular motion corresponds to the right hand side of this equation
being set to zero, i.e. a minimum of the effective potential. To work out the lowest-order

† The effective mass is actually significantly greater than Mmc because of collective
amplification — see §6.

‡ Though Binney & Lacey (1988) is an excellent, pioneering paper, which I highly encourage
you to read, it does contain one godawful notational choice: namely, they use the same symbol
(Jl) for both vertical action and the lth Bessel function, which makes their §6.3 needlessly
confusing upon first reading. You have been warned.
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correction to this circular motion, let us expand Φeff(R) around Rg:

Φeff(R) = Φeff(Rg) +
∂Φeff

∂R

∣∣∣∣
Rg

(R−Rg) +
1

2

∂2Φeff

∂R2

∣∣∣∣
Rg

(R−Rg)
2 + ... (5.12)

It follows that
d2(R−Rg)

dt2
= −Ω2

R(R−Rg) + ... (5.13)

where Ω2
R = (∂2Φeff/∂R

2)|Rg
. Of course this just corresponds to a harmonic oscillator

with angular frequency ΩR. Following the discussion in §3.3.1, it will come as no surprise
that this radial motion may be alternatively described using a pair of radial angle-action
coordinates (θR, JR) satisfying

JR =
Ṙ2 +Ω2

R(R−Rg)
2

2ΩR
≡ ER

ΩR
, R = Rg + aR cos θR, (5.14)

where the amplitude of the radial epicycle is

aR ≡
√
2ER/ΩR. (5.15)

I will leave it as an exercise for you to show that the azimuthal part of the problem can
also be described by angle-action variables:

Jϕ = L = R2
gΩϕ, ϕ = θϕ + γ

aR
Rg

sin θR, γ ≡ 2Ωϕ

ΩR
, (5.16)

and that the frequencies can be written in the following form in terms of Φ0, all evaluated
at R = Rg and z = 0:

Ω2
R =

2Ωϕ

R

∂(ΩϕR)

∂R
, Ω2

ϕ =
1

R

∂Φ0

∂R
. (5.17)

We see that we are now finally equipped with explicit angle-action variables described
by actions J = (JR, Jϕ) and θ = (θR, θϕ), and their frequencies Ω = (ΩR, Ωϕ).

5.2.3. Diffusion equation for radial heating

We now consider the diffusion of a DF f0(Jr, Jϕ, t) which initially places all stars
on circular orbits: f0(JR, Jϕ, 0) = B(Jϕ)δ(JR). In this language, the simplest way to
interpret the observations described in §5.2.1 is that in the Milky Way the DF diffuses
with time such that ⟨JR⟩ ∝ t2/3. Let us now calculate how such a DF evolves through
interactions with transient spiral waves, and see if the result might match this naive
picture.

We will write the potential of a spiral wave as δΦ1 + δΦ∗
1 where

δΦ1(r, t) = ε(t) exp[i(kR+mϕ)]. (5.18)

Thus we are taking a wave with a specific number of arms m and a specific radial
wavenumber k — see Figure 5.2.3. The function ε(t) defines the time-dependence of the
wave.

We want to use equations (5.8)-(5.9) to describe the evolution of f0, which means we
must first write the spiral potential perturbation in terms of angle-action coordinates,
and then take the power spectrum of its Fourier coefficients. Using the expressions from
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Figure 11. Illustration of spiral waves. The panels show contours of the function
cos(kR+mϕ) for different values of radial wavenumber k and azimuthal mode number m.

§5.2.2 we can show that:†

δΦ1(θ,J , t) = ε(t) exp

[
i

(
kRg + kaR cos θR +mθϕ +

mγaR
Rg

sin θϕ

)]
. (5.19)

Next, we need to extract the Fourier coefficient of this perturbation. This is easy to do
by using the identities

exp(is cos θ) =

∞∑
n=−∞

inJn(s) exp(inθ), exp(is sin θ) =

∞∑
n=−∞

Jn(s) exp(inθ), (5.20)

where the Jℓ are Bessel functions. With this we find

δΦ1(θ,J , t) = Ψℓm(J , t) exp[i(ℓθR +mθϕ)], (5.21)

where the Fourier coefficients are

Ψℓm(J , t) = ε(t)Jℓ(KaR) exp[i(kRg + ℓα)], (5.22)

and we defined

α ≡ arctan

(
mγ

kRg

)
, K ≡

√
k2 +

m2γ2

R2
g

. (5.23)

Physically, α is essentially the pitch angle of the spiral, describing how loosely or tightly
wound it is at radius Rg, and K is the effective radial wavenumber.

Now we imagine that our galaxy exhibits a succession of transient spiral waves each
with the same k and m. The real potential is then δΦ1+δΦ

∗
1 = 2ε(t) cos(kR+mϕ). From

† Note there is a typo in Binney & Lacey (1988)’s equation (6.3); they should replace ϕ → θϕ
on the right hand side.
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Figure 12. Cartoon of possible spiral amplitude behavior A(t). In panel (a) the spirals are
short lived transients which do not last much longer than the typical epicyclic period ∼ Ω−1

R .
In panel (b) they are quasi-steady waves which remain at maximum amplitude for much longer
than Ω−1

R .

equation (5.8), the DF will roughly evolve according to

∂f0
∂t

≈ ∂

∂JR

[
DRR

∂f0
∂JR

]
, (5.24)

where we have anticipated that the diffusion in radial action will be stronger than in
angular momentum (see Binney & Lacey 1988 for justification). Plugging the above
epicyclic formulae into equation (5.9), we can extract the diffusion coefficient DRR

generated by the transient spiral waves as

DRR(JR, Jϕ) = 2
∞∑

ℓ=−∞

ℓ2J 2
ℓ (KaR) Ĉ(ℓΩR +mΩϕ), (5.25)

where C(|t − t′|) = ⟨ε(t)ε(t′)⟩ is the autocorrelation function of the recurrent spiral
fluctuations, and Ĉ(ν) is its Fourier transform, i.e. the power spectrum.

5.2.4. Power spectra of spiral structure

What does this mean for the evolution of ⟨JR⟩, and in particular does it agree with the
observational result ⟨JR⟩ ∝ t2/3? Of course the answer depends on the particular power
spectrum Ĉ we choose. The simplest example of a power spectrum is a white noise, which
would correspond to spiral fluctuations with zero correlation time i.e. C(|t−t′|) ∝ δ(t−t′)
and hence Ĉ(ν) =const. In this case we can use the identity

∑∞
ℓ=1 ℓ

2J 2
ℓ (s) = s2/4; as a
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Figure 13. A typical power spectrum of a transient spiral, adapted from Binney & Lacey
(1988). The finite width Γ comes from the lifetime of the individual perturbations, Γ−1 (which
sets the autocorrelation time of the fluctuations).

result we find DRR ∝ (KaR)
2 ∝ JR. Then from equation (5.24) we get

∂⟨JR⟩
∂t

∝
∫

dJR JR
∂f0
∂t

∝
∫

dJR JR
∂

∂JR

[
JR

∂f0
∂JR

]
∝ −

∫
dJR JR

∂f0
∂JR

∝
∫

dJRf0 = const. (5.26)

It follows that ⟨JR⟩ ∝ t, which means that radial heating certainly occurs, but not at
the observed rate ⟨JR⟩ ∝ t2/3.

More realistically, Ĉ(ν) does depend on ν because the spirals have a finite autocorre-
lation time. In particular, for transient spirals with a single pattern speed Ωp, we may
write ε(t) = A(t) exp(−imΩpt), where A(t) intermittently grows from zero to some finite
amplitude and then decays back to zero, and this happens over and over at random
intervals. The shortest-lifetime spirals might only last a few times the local epicyclic
period† ΩR(Rg)

−1, as sketched in Figure 5.2.3a. Alternatively, spirals might actually live
much longer than this, and even be regarded as quasi-steady as sketched in Figure 5.2.3b.
In either case, rather than a flat white noise spectrum, we will find a spectrum Ĉ(ν) which
resembles that shown in Figure 5.2.4. This is a Lorentzian spectrum which is centred at
mΩp (and one typically has Ωp ∼ Ωϕ). The spectrum has a width Γ ∼ τ−1, which in the
Figure is comparable to ΩR, and so corresponds to the succession of short-lived transient
waves sketched in Figure 5.2.3a. Were the waves to be quasi-steady then Γ would shrink
accordingly; in the limit of infinitely long-lived waves we get a delta function spectrum,
Ĉ(ν) ∝ δ(ν −mΩp).

Returning to equation (5.25), we know that the ℓth Bessel function |Jℓ(s)| declines
steeply for ℓ > s. Moreover, in our Galaxy aR ∼ 1.5 kpc and the radial wavelength

† I realize that this is a rather cryptic statement. Since we are imposing the spirals externally,
can’t we take them to have any lifetime we wish? In reality, no: the spirals are (probably)
collective excitations of the disk which decay through resonant interactions with stars (i.e. they
are not externally imposed at all, but should be solved for self-consistently). Since a resonant
interaction requires multiple oscillations, the minimum timescale for this decay is τ ∼ Ω−1

R ,
which therefore sets the power spectrum width to be Γ ≲ ΩR. See e.g. Sellwood & Masters
(2021) for more.
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of spiral arms is ∼ several kpc, meaning that Ka is never huge. As a result we can
restrict ourselves to small values of ℓ. Next, since Γ is never larger than ∼ ΩR it is
clear from Figure 5.2.4 that DRR will be dominated by a single value of ℓ. It follows
that DRR ∝ [Jℓ(KaR)]

2. In the case ℓ = 1 and KaR ≳ 1 — which would require rather
long wavelength spirals, 2π/K ≳ 9kpc — we would again find DRR ∝ [Jℓ(KaR)]

2 ∝
(KaR)

2 ∝ JR, so that ⟨JR⟩ ∝ t, which is equivalent to the white-noise result. As an
exercise, you might like to try to find a power spectrum of spiral waves which reproduces
the ⟨JR⟩ ∝ t2/3 result and also gives roughly the correct amplitude of the radial motions
(Figure 5.2).

More recent studies have built significantly on the simple picture shown here (e.g.
Aumer et al. 2016). The modern understanding is that spirals do resonantly heat the
stars in the radial direction according to the prescription shown here, except that we
must account for the fact that the magnitude of ε(t) changes significantly over time —
in the past the Galactic disk was colder and spirals were more violent. One must also
account for the birth history of stars, since they were not all born together at t = 0.
Including these effects, one can recover the t2/3 power law that is observed. Regardless,
the key physical process of resonant radial heating is still captured by the model described
above.

5.2.5. Vertical heating
Let us briefly consider the vertical heating of stars by spiral waves. In this case one

can treat the vertical motion in the galaxy in the epicycle approximation and describe
it with angle-action variables (θz, Jz), very similar to the case of radial epicycles; the
only substantial difference from the radial case is that the vertical epicyclic frequency is
significantly larger than the radial one:

Ωz ∼ several×ΩR. (5.27)

We modify equation (5.18) by considering a wave with a non-trivial vertical structure,

δΦ1(r, t)ε(t)ζ(z) exp[i(kR+mϕ)], (5.28)

and we assume that vertical structure is symmetric about the midplane, ζ(z) = ζ(−z)
and ζ(0) = 1. The rest of the calculation follows analogously to that above, with the
result being that vertical heating is driven by a diffusion coefficient

Dzz = 2

∞∑
ℓ=−∞

∞∑
n=−∞

n2J 2
ℓ (KaR) |ζn(Jz)|2 Ĉ(ℓΩR +mΩϕ + nΩz), (5.29)

where

ζn(Jz) ≡
1

2π

∫ π

−π

dθz ζ(z(θz, Jz)) exp(−inθz). (5.30)

For long wavelength spirals KaR < 1, the major contribution comes from the smallest
values of ℓ. Also, since ζ is symmetric in z we need only sum over n = ±2,±4, .... Then
for instance the n = 2 contribution to Dzz is of order ∼ Ĉ(mΩϕ ± 2Ωz). For stars
in the Solar neighborhood Ωz/ΩR ∼ 3, meaning that the flucutations driving vertical
heating have frequencies ν ≈ mΩϕ ± 6ΩR. Looking at Figure 5.2.4 we see that even
for the shortest-lived waves this is far in the tail of the typical power spectrum. For
higher values of n the power spectrum is even more strongly suppressed. It follows that
Ĉ(mΩϕ ± 2Ωz) ≪ Ĉ(mΩϕ ±ΩR) and hence Dzz ≪ DRR.

We conclude that the vertical heating by spirals is much less efficient than their radial
heating. Spiral heating alone cannot therefore explain the fact that in Figure 5.2, the
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vertical and radial dispersions are comparable. With hindsight, one might say this was
obvious from the start: the timescale for oscillations in z, Ω−1

z , is short compared to
the lifetime of even the shortest lived waves τ ≳ ω−1

R . Hence Jz remains an adiabatic
invariant and the disk does not heat vertically.

5.2.6. Summary
Following Binney & Lacey (1988), we have shown that spiral waves are able to heat

galactic disks radially, but not vertically. The modern picture of Galactic disk heating is
that spiral waves drive radial motions, and then those radial motions are deflected into
vertical motions by molecular cloud scatterings (which turn out to be very efficient at
changing the direction v̂, but not the size |v|, of a star’s velocity vector.) But no model
has fully accounted for all the observational details, and data is currently ahead of theory
(Frankel et al. 2020; Sellwood & Masters 2021).

6. Linear response theory
In the previous section we derived a diffusion equation governing the secular evolution

of an ensemble of stars under externally-imposed potential perturbations, ignoring the
fact that fluctuations in the DF generate potential fluctuations self-consistently through
equation (4.34). In this section we suppose instead that the potential perturbations are
generated self-consistently. In this case we need to solve the linearized equation (4.33)
and (4.34) simultaneously. Since this is a hard enough problem on its own, we dedicate
this entire section to it, and defer the problem of deriving the resulting secular kinetic
equation to §7.

6.1. Solution by Fourier-Laplace transform
Equations (4.33) and (4.34) constitute an initial value problem, and are naturally

solved via Laplace transform. Let us therefore define the Laplace transform of a function
h(t), and its inverse:

h̃(ω) ≡
∫ ∞

0

dt h(t) exp(iωt), h(t) =
1

2π

∫
B
dω h̃(ω) exp(−iωt). (6.1)

Recall that the Laplace transform is defined for ω in the upper-half plane, or more
precisely for Im ω > σ where σ is chosen large enough for the integral to converge at
t→ ∞. In the inverse transform, the Bromwich contour B runs along the line Im ω = σ
from Re ω = −∞ to Re ω = +∞, but can be deformed at will provided it always passes
above any singularities of h̃(ω).

Using this transform, equation (4.33) becomes

δfk(J , 0)− i(ω − k ·Ω)δ̃f(J , ω) = ik · ∂f0
∂J

δ̃Φk(J , ω). (6.2)

The solution to this equation is obviously

δ̃f(J , ω) = − k · ∂f0/∂J
ω − k ·Ω(J)

δ̃Φk(J , ω)−
δfk(J , 0)

i(ω − k ·Ω(J))
. (6.3)

By taking the inverse Laplace transform we can easily recover the formal solution (5.1).
Meanwhile, the Laplace-transformed version of equation (4.34) is

δ̃Φk(J , ω) = (2π)3
∑
k′

∫
dJ ′ ψkk′(J ,J ′)δ̃fk′(J ′, ω). (6.4)
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Let us now put equations (6.3) and (6.4) together in order to eliminate δ̃fk′ . The result
is the following integral equation for the potential fluctuation δΦk(J , ω):

δ̃Φk(J , ω) = − (2π)3
∑
k′

∫
dJ ′k

′ · ∂f0/∂J ′

ω − k′ ·Ω′ ψkk′(J ,J ′)δ̃Φk′(J ′, ω)

− (2π)3
∑
k′

∫
dJ ′ δfk′(J ′, 0)

i(ω − k′ ·Ω′)
ψkk′(J ,J ′), (6.5)

where we are using the shorthand Ω = Ω(J) and Ω′ = Ω(J ′).
It is worth pausing to discuss what this equation means physically. Schematically, we

can think of the ‘state’ of the potential fluctuations |δΦ⟩, as satisfying the relation

|δΦ(ω)⟩ = M · |δΦ(ω)⟩+ |δΦsource(ω)⟩. (6.6)

Here |δΦsource(ω)⟩ represents the second, ‘source’ term on the right hand side of (6.5),
i.e. the part of the potential fluctuations that arises purely from the inevitable, finite-N
discreteness noise δfk(J , 0), assuming all stars travel on their mean-field trajectories.
Meanwhile, M stands for the integral ‘operator’ which acts on δ̃Φk′(J ′, ω) in the first
term on the right hand side of (6.5). It tells us the extent to which potential fluctuations
arise because of perturbations in the DF which were themselves induced by potential
fluctuations. Thus we are discussing collective effects: perturbations to the DF which
seed their own gravitational fields. These collective effects are clearly significant if there
are fluctuations at frequencies ω which are close to some of the available stellar frequencies
k′ ·Ω′, provided these fluctuations come from stars at locations in action space J ′ where
the mean-field DF has a large gradient ∂f0/∂J ′.

How do we solve this equation? In plasma theory it was easy: the ‘operator’ notation
we have employed here was unnecessary because M was a scalar, and (up to constants)
the operator [1 −M(ω)] was just what we called the dielectric function ϵk(ω). Here we
are not so lucky, and we instead must find a way to solve an operator equation†. In
practical implementations, [1−M(ω)] has a matrix representation [I−M(ω)] (see §6.2).
If ω is such that the inverse matrix [I − M(ω)]−1 exists, which of course is the case if
det[I−M(ω)] ̸= 0, and which is usually true for the great majority of ω values,

|δΦ(ω)⟩ = [1−M(ω)]−1|δΦsource(ω)⟩. (6.7)

This equation tells us that the discreteness noise gets ‘dressed’ by collective amplification.
The plasma analogy to this is Debye screening, but in the gravitational context there is
no screening, and collective effects tend to make gravitational perturbations larger, not
smaller. Alternatively, for ω such that det[I − M(ω)] = 0 this inversion does not exist,
which tells us that |δΦ(ω)⟩ can be non-zero even in the absence of a source term on the
right hand side. These are the so-called Landau modes of the system, and they tend to
occur for a discrete set of frequencies {ωi} ∈ C. The system is then able to support a
discrete set of collective oscillations which do not need to be continually driven by some
noise source. This confluence of a ‘dressed continuum’ of fluctuations superposed with a
discrete set of Landau ‘point modes’ is characteristic of both plasmas and stellar systems.

A system is linearly unstable if there exists a Landau mode with frequency ω=ω0+is,
with s>0, such that det[I−M(ω)] = 0. Otherwise, the system is stable. In §7 we will
assume that our system is linearly stable, so that the dressed interaction ψd

kk′(J ,J ′, ω)

† Note that the major difference with plasma theory is that δΦ(θ,J) depends on both phase
space coordinates and momenta, which is what leads us down this painful road, as I warned you
back in §3.3.
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has no poles in the upper half of the complex ω plane. This is different from what
you did in plasma kinetics, wherein you considered only those contributions to the
potential resulting from the most rapidly growing instabilities, and thereby derived a
quasilinear theory of wave-particle interactions. Instead, our perturbations will come
from collectively-amplified, but stable and statistically stationary, dressed noise.

Enough conceptual talk — it is time to solve (6.5) directly. The easiest — and most
physically enlightening — way to do this is to guess what form the solution should have,
and then work out the exact details post-hoc. So, let’s look at (6.5); supposing we were
to ignore collective effects, we would find

[δ̃Φk(J , ω)]bare = −(2π)3
∑
k′

∫
dJ ′ δfk′(J ′, 0)

i(ω − k′ ·Ω′)
ψkk′(J ,J ′) (6.8)

which we call the ‘bare’ solution. The ansatz we now make is that the solution to the full
equation (6.5) is exactly of this functional form, except with the bare interaction potential
ψkk′(J ,J ′) replaced with some dressed interaction potential ψd

kk′(J ,J ′, ω), whose form
we do not yet know. That is, we assume the solution has the form

δ̃Φk(J , ω) = −(2π)3
∑
k′

∫
dJ ′ δfk′(J ′, 0)

i(ω − k′ ·Ω′)
ψd
kk′(J ,J ′, ω). (6.9)

This ansatz is actually very natural if one is acquainted with Rostoker’s principle in
plasma kinetics, which essentially says that one can consider a hot plasma as a set of
completely uncorrelated particles, provided one replaces the bare Coulombic potential of
each particle with its dressed, or screened, version (Diamond et al. 2010).

Plugging the ansatz (6.9) into (6.5) we can read off an implicit equation for ψd:

ψd
kk′(J ,J ′, ω) = −(2π)3

∑
k′′

∫
dJ ′′ k′′ · ∂f0/∂J ′′

ω − k′′ ·Ω(J ′′)
ψkk′′(J ,J ′′)ψd

k′′k′(J ′′,J ′, ω)

+ ψkk′(J ,J ′). (6.10)

Thus we will have constructed a valid solution to equation (6.5) if we can solve equation
(6.10) for ψd. In the next section we will discuss one particular method for doing so,
called the basis method. This will take us into the weeds, but remember that all we are
really doing is finding the inverse [1−M(ω)]−1.

6.2. The basis method
This is the most boring part of the course. I’m sorry. But you have to eat your greens.
To solve equation (6.10), we assume that we have at our disposal a complete set of

biorthogonal basis elements (Φ(p)(r), ρ(p)(r)), which satisfy

Φ(p)(r) =

∫
dr′ ψ(r, r′) ρ(p)(r′), and

∫
dr [Φ(p)(r)]∗ ρ(q)(r) = −Eδpq, (6.11)

where ψ(r, r′) = −G/|r − r′| and E is an arbitrary constant with units of energy.
The ‘completeness’ requirement is that we can expand an arbitrary function
Ψ(r) =

∑
pApΦ

(p)(r) for some set of constant coefficients Ap. Various such basis
sets do exist, and the particular set you should choose depends on the geometry of the
system you are interested in. For instance, in a spherical geometry one might take the
basis to consist of products of radial Bessel functions and angular spherical harmonics
(see e.g. Kalnajs 1976; Fouvry & Prunet 2021 for more details). The idea is going to be
that we project (6.10) onto this basis and then read off the coefficients to get an explicit
expression for ψd.
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Thus, let us begin by expanding the pairwise interaction potential ψ(r, r′) = −G/|r−
r′| can be expanded for a fixed value of r′ as

ψ(r, r′) =
∑
p

up(r
′)Φ(p)(r), (6.12)

where the coefficient up(r′), which must have units of (mass)−1. To find this coefficient
we multiply both sides of this equation by [ρ(q)(r)]∗, integrate over r, and use both
properties (6.11). The result is:

up(r
′) = − 1

E

∫
dr ψ(r, r′) [ρ(p)(r)]∗

= − 1

E
[Φ(p)(r′)]∗, (6.13)

Plugging this back in to equation (6.12) we get

ψ(r, r′) = − 1

E
∑
p

Φ(p)(r) [Φ(p)(r′)]∗. (6.14)

Fourier transforming, we have

ψkk′(J ,J ′) = − 1

E
∑
p

Φ
(p)
k (J) [Φ

(p)
k′ (J

′)]∗, (6.15)

where Φ(p)
k (J) stands for the Fourier transformed basis elements naturally defined as

Φ
(p)
k (J) =

∫
dθ

(2π)3
Φ(p)

(
r[θ,J ]

)
exp(−ik · θ). (6.16)

Thus we now have an explicit expression for the functions ψkk′(J ,J ′) which enter the
right hand side of equation (6.5).

We now perform a very similar expansion of the dressed interaction ψd. By analogy
with (6.15), we know that at fixed ω, this function can be expanded as

ψd
kk′(J ,J ′, ω) = − 1

E
∑
p,q

Φ
(p)
k (J)E−1

pq (ω) [Φ
(q)
k′ (J

′)]∗, (6.17)

where E(ω) is a dimensionless, as-yet-unknown matrix which depends only on ω (and we
have assumed its inverse exists). Injecting this decomposition into equation (6.10), we
obtain ∑

p,q

Φ
(p)
k (J)E−1

pq (ω) [Φ
(q)
k′ (J

′)]∗ =
∑
p,q

Φ
(p)
k (J)

[
M(ω)E−1(ω)

]
pq

[Φ
(q)
k′ (J

′)]∗

+
∑
p,q

Φ
(p)
k (J) Ipq [Φ

(q)
k′ (J

′)]∗, (6.18)

where we introduced the identity matrix I, as well as the system’s dimensionless response
matrix M(ω) as

Mpq(ω) =
(2π)3

E
∑
k

∫
dJ

k · ∂f0/∂J
ω − k ·Ω(J)

Φ
(p)∗
k (J)Φ

(q)
k (J). (6.19)

Since the basis is biorthogonal, we can identify the elements in equation (6.18), and we
obtain the matrix relation

E−1(ω) = M(ω)E−1(ω) + I, (6.20)
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Figure 14. Left: the JR = 0 cut through the half-mass Mestel disk DF in the stable (ungrooved)
and unstable (grooved) case. Right: an unstable spiral mode which arises from linear stability
analysis of the grooved disk (the mode frequency ω is given in the top-right corner). Figure
taken from De Rijcke et al. (2019).

which immediately tells us that

E(ω) = I−M(ω). (6.21)

To conclude, from (6.17) we have

ψd
kk′(J ,J ′, ω) = − 1

E
∑
p,q

Φ
(p)
k (J) [1−M(ω)]−1

pq [Φ
(q)
k′ (J

′)]∗. (6.22)

Thus we have done what we anticipated in §6.1, which is essentially to invert an
operator 1 − M, where M encodes the collective effects. We can easily recover the bare
interaction, equation (6.15), by ignoring collective effects, i.e. by setting M = 0.

You will notice a striking similarity between equation (6.19) and the corresponding
quantity in plasma theory. This correspondence is further investigated in Problem Set
Q3.

6.3. Example: spiral mode in a galactic disk
Despite decades of effort, it is still not completely clear what gives rise to the spiral

structure that we see in real galaxies like that in the left panel of Figure 1. Rather
than attempt a review of this fascinating subject here (Kormendy & Kennicutt Jr 2004;
Sellwood & Masters 2021), let us restrict ourselves to considering a more artificial system,
namely a simulated, isolated, two-dimensional stellar disk consisting of equal-mass stars
and no gas. In this case (which may or may not have anything to do with real galaxies),
spirals arise manifestly as linear instabilities of an underlying DF f0 (i.e. normal modes
with Im ω > 0). Let us explain this a little further.

Recently, De Rijcke et al. (2019) performed a linear stability analysis, like the one we
have outlined in this section†, on the ‘half mass Mestel disk’. This is a simple model of a
two-dimensional, self-gravitating galactic disk, embedded in the combined gravitational

† Although not exactly the same; De Rijcke et al. (2019) do use a biorthogonal basis, but
prefer not to use angle-action transforms to solve the linearised Vlasov equation, instead choosing
to solve it numerically using configuration space coordinates (r,v). There is more than one way
to skin a cat.
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Figure 15. Schematic illustration of galactic disk with flat rotation curve (vc(R) = const.)
and a groove carved between radii R1 and R2. An overdensity on the outer edge leads that on
the inner edge. Angular momentum is transferred from the inner to outer overdensity, causing
the outer one to move inwards and the inner one to move outwards, amplifying the original
perturbation.

field of a rigid dark matter halo and stellar bulge. The disk comprises 50% of the mass
of the whole system (more generally, the amount of self-gravitating disk mass in these
systems is called the active fraction, and this quantity plays a major role in disk stability
analyses). Now, in this setup, the classic Mestel disk DF — the Jr = 0 slice through
which is shown with a dotted line in the left panel of Figure 6.3 — has no instabilities,
much like the Maxwellian in an electrostatic plasma. However, one can drive the Mestel
DF unstable by carving grooves into it, as shown with the solid line in the same panel.

By carving a groove in the DF we are really depleting the number of stars that exist
near a given orbital radius in the disk. So suppose the disk originally consisted of stars
on purely circular orbits. Then for a flat rotation curve vc(R) = constant, which is what
the Mestel disk potential is designed to achieve, the angular speed of the stars at smaller
radii is faster than those at larger radii. Now cut a groove in the disk from radii R1 to R2,
as sketched in Figure 6.3. Next suppose that each edge of this sharp groove is subject to
an infinitesimal, sinusoidal density fluctuation, which will produce overdensities at some
points of each edge and underdensities at others. In Figure 6.3 I have sketched an outer
overdensity (near R2) which is currently ‘ahead’ of the inner overdensity (near R1). As
the inner edge is trying to move ‘forward’ relative to the outer edge, the gravitational
force between the two overdensities will act to drag back the overdensity on the outer edge
and pull forward the overdensity on the inner edge. In other words, the stars involved in
the overdensity on the outer edge lose angular momentum, driving them to smaller radii,
while the corresponding stars on the inner edge gain angular momentum, shifting them
to larger radii. This further reinforces the perturbation, leading to the so-called groove
instability.

The key point is that a grooved disk is unstable. By calculating Mpq(ω) using the
biorthogonal basis method for the grooved Mestel DF, then solving det[I − M(ω)] = 0,
one can find the unstable modal frequencies ωg. One can also find the corresponding
eigenvector Xg, with components Xp

g , such that M(ωg) ·Xg = 0. Finally, one can express
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the eigenmode in real space as

δΦg(r, t) ∝ Re

[∑
p

Xp
gΦ

(p)(r) exp(−iωgt)

]
. (6.23)

(of course the overall normalisation is arbitrary). The right panel of Figure 6.3 shows
the shape of the resulting eigenmode in the case of the grooved Mestel disk; it is a
slowly-growing, steadily-rotating spiral.

6.4. Conclusion
Linear theory is a conceptually straightforward subject, though in practice the nu-

merical calculations one must perform are devlishily tricky and require a lot of care.
Nevertheless, for our purposes the important concept is that the response of a system to
a small perturbation with frequency ω is encoded in the response matrix M(ω). Analysis
of this matrix tells us whether the system is stable or unstable.

In the following section we will be interested in the secular evolution of stable systems.
In this case, assuming any modes that do exist are sufficiently strongly damped as
to be ignorable, we can solve for the potential fluctuations very straightforwardly: we
simply plug equation (6.22) into equation (6.9), and inverse Laplace transform the result,
deforming the Bromwich contour so that it encircles the pole at ω = k ·Ω. The result is

δΦk(J , t) = (2π)3
∑
k′

∫
dJ ′ δfk′(J ′, 0) exp(−ik′ ·Ω′t)ψd

kk′(J ,J ′,k′ ·Ω′). (6.24)

Thus we have realized Rostoker’s idea: the dressed potential fluctuation is equivalent
to that carried by the initial discreteness noise (∼ δfk′(J ′, 0)), transported along the
mean field (∼ exp(−ik′ ·Ω′t)), but with the Newtonian potential of each star replaced
with the dressed potential (∼ ψd) evaluated at the mean-field frequency (k′ ·Ω′), with
contributions summed over all stars (

∑
k′

∫
dJ ′). Furthermore, (6.24) can be plugged

into the right hand side of equation (5.1) to give an explicit solution for the fluctuations
in the DF δfk(J , t).

Note that the explicit basis functions Φ(p) play no role in equation (6.24), and we will
not hear from them again in this course. In fact, the basis method I described in §6.2
is only used to construct the dressed interaction ψd

kk′(J ,J ′, ω) for a given mean field
f0(J). In other words it is merely a calculational tool, and once ψd has been computed,
the whole business can be forgotten about. Thus I will not speak any more about it in
this course. We will agree that we both know what I mean when I say ‘dressed potential’,
and you can look here for the details if you wish.

7. Internally-driven secular evolution
In §5, we studied the secular diffusion of a system of stars under externally-imposed

fluctuations. However, isolated stellar systems also evolve secularly, simply because
there are always fluctuations in the system due to the finite number of stars N . These
fluctuations produce potential perturbations, which are naturally dressed by collective
effects, as we explored in §6. In turn, these potential perturbations cause diffusion of
stellar orbits; and each given star also feels a dynamical friction force, which is the
backreaction it feels due to the perturbations it has produced in other stars’ orbits.
The kinetic equation which describes this whole internally-driven secular shebang is
the Balescu-Lenard (BL) equation, which is of Fokker-Planck form. The purpose of this
section is to derive the BL equation and understand its implications.
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There now exist many different derivations of the BL equation for stellar systems, each
with their own advantages and disadvantages. The first was in a fairly opaque treatise
by Luciani & Pellat (1987), which was ignored for a long time. The same equation was
then arrived at by Heyvaerts (2010) using the BBGKY hierarchy; then by Chavanis
(2012) using the Klimontovich description; by Heyvaerts et al. (2017) using a Fokker-
Planck description; by Fouvry & Bar-Or (2018) using stochastic equations and Novikov’s
theorem; and finally by Hamilton (2021) using Rostoker’s principle (see Problem Set Q4).
The derivation we give here doesn’t exactly track any of these, but is closest in spirit to
Chavanis’ method.

7.1. A tale of two fluxes
We showed already in §4 that the slow evolution of f0 is governed by equation (4.27).

Physically, this equation tells us how, on average, stars are nudged around action space by
arbitrary potential fluctuations δΦ (we did not, at that stage, specify what was producing
those fluctuations). We then Fourier-transformed this equation to get the equivalent
equation (4.32). Let us now take the formal solution to the linearized Vlasov equation,
equation (5.1), and plug it in to the right hand side†. The result is

∂f0
∂t

= − ∂

∂J
· (F1 + F2) , (7.1)

where the two contributions to the action space flux on the right hand side are

F1(J , t) =
∑
k

ike−ik·Ωt⟨δfk(J , 0)δΦ∗
k(J , t)⟩, (7.2)

and

F2(J , t) = −
∑
k

kk · ∂f0
∂J

∫ t

0

dt′e−ik·Ω(t−t′)⟨δΦ∗
k(J , t)δΦk(J , t

′)⟩. (7.3)

These equations are not (yet) written in a particularly usable form, but their physical
meaning is already apparent. In order to make this discussion as clear as possible, let me
deal with them in reverse order.

The second flux F2 is a diffusion term, entirely analogous to the external-diffusion flux
we derived in §5.1. That is to say, this term answers the following question: ‘I am a star
at action J , sitting in a bath of potential fluctuations. If I think of myself as a massless
test particle, then on average, how are those potential fluctuations going to nudge me
around?’ It is unsurpring that the answer involves the correlator of fluctuations only at
location J . The difference with §5.1 is that here we are going to take the fluctuations
to be generated within the system itself, and we are going to account for their collective
amplification, so that this is a dressed diffusion (mathematically, the dressing will rear
its head when we take the form (6.24) for δΦ).

On the other hand, the first flux F1 provides the answer to the obvious rebuttal: ‘Hey!
I’m not really a test particle, so passive diffusion can’t be the whole story. I have finite
mass, and so I drive potential fluctuations of my own. To what extent is my motion
altered by the part of δΦ that I have myself produced?’ It is therefore natural that this
term involves the correlation between δΦ at action sapce location J and the discreteness
noise at the same location, δfk(J , 0). Physically this term represents dynamical friction,
which Chandrasekhar intuited back in the 1940s. The key idea is that when any massive
body moves through a sea of other bodies, it creates a ‘wake’ behind it in response. This
wake then backreacts, or drags, on the massive body, slowing it down. Although we have

† This time we keep both terms, unlike in §5.1, where we ignored the initial condition.
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taken all stars to be of equal mass for simplicity, one can show that in a multi-mass
system, the more massive the body, the larger the wake it induces, and so the stronger
the drag force it feels. This leads to massive bodies losing energy and spiraling in towards
the centre of their host galaxy. Dynamical friction is therefore a key ingredient for the
feeding of supermassive black holes.

7.2. The diffusive flux
Let us now derive an explicit expression for the diffusive flux F2. Looking at equation

(7.3) we see that it is clearly of the form

F2(J , t) = D(J , t) · ∂f0
∂J

, (7.4)

where

D(J , t) = −
∑
k

kk

∫ t

0

dt′e−ik·Ω(t−t′)⟨δΦ∗
k(J , t)δΦk(J , t

′)⟩. (7.5)

The expression (6.24) for the potential fluctuations, which tells us that

⟨δΦ∗
k(J , t)δΦk(J , t

′)⟩ = (2π)6
∑
k′k′′

∫
dJ ′dJ ′′e−i(k′·Ω′t′−k′′·Ω′′t)⟨δfk′(J ′, 0)δf∗k′′(J ′′, 0)⟩

×ψd
kk′(J ,J ′,k′ ·Ω′)[ψd

kk′′(J ,J ′′,k′′ ·Ω′′)]∗ (7.6)

Let us now assume that the initial fluctuations δf(0) are uncorrelated, i.e. reflective of
pure Poisson noise†:

⟨δfk′(J ′, 0)δf∗k′′(J ′′, 0)⟩ = m

(2π)3
δk

′′

k′ δ(J ′ − J ′′)f0(J
′). (7.7)

As a result we get

⟨δΦ∗
k(J , t)δΦk(J , t

′)⟩ = (2π)3m
∑
k′

∫
dJ ′eik

′·Ω′(t−t′)|ψd
kk′(J ,J ′,k′ ·Ω′)|2f0(J ′). (7.8)

Let us finally plug this in to (7.5), and perform the integral over t:

D(J , t) =− (2π)3m
∑
kk′

kk

∫
dJ ′δ(k ·Ω − k′ ·Ω′)|ψd

kk′(J ,J ′,k′ ·Ω′)|2f0(J ′)

×

[
1− e−i(k·Ω−k′·Ω′)t

i(k ·Ω − k′ ·Ω′)

]
. (7.9)

Finally let us take t→ ∞ and use the identity

lim
t→∞

1− e−iyt

iy
= πδ(y). (7.10)

The result is

D(J) = −π(2π)3m
∑
kk′

kk

∫
dJ ′δ(k ·Ω − k′ ·Ω′)|ψd

kk′(J ,J ′,k′ ·Ω′)|2f0(J ′). (7.11)

To do: physical discussion of this result.

† You might think this result is obvious, or you might yearn for a ‘derivation’; if you are in
the latter camp, see §3.2 of Dr. Fouvry’s notes.
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7.3. The frictional flux
Finally, we require an explicit expression for the frictional flux F1. Plugging the

expression (6.9) into equation (7.2) and using the correlation function (7.7), we find
the following time-independent answer

F1(J) = A(J)f0(J), (7.12)

where
A(J) = m

∑
k

ikψd
kk(J ,J ,k ·Ω). (7.13)

Finally, one can put this into a form which is actually more complicated, but looks
very similar to the diffusion tensor (7.11), allowing us to combine the two (§7.4). I will
not go through the derivation here, but see §4.1 of Prof Fouvry’s notes. The answer is

A(J) = π(2π)3m
∑
kk′

k

∫
dJ ′δ(k ·Ω − k′ ·Ω′)|ψd

kk′(J ,J ′,k′ ·Ω′)|2k′ · ∂f0
∂J ′ . (7.14)

To do: physical discussion of this result.

7.4. Balescu-Lenard equation
Putting (7.4) and (7.12) together, we see that the kinetic equation (7.1) takes the

Fokker-Planck form
∂f0
∂t

=
∂

∂J
·
[
−A(J)f0 + D(J) · ∂f0

∂J

]
. (7.15)

Plugging the explicit expressions for A and D from equations (7.14) and (7.11) respec-
tively, we arrive at the Balescu-Lenard equation

∂f0
∂t

= π(2π)3m
∂

∂J
·
∑
kk′

k

∫
dJ ′δ(k ·Ω − k′ ·Ω′)|ψd

kk′(J ,J ′,k′ ·Ω′)|2

×
(
k · ∂

∂J
− k′ · ∂

∂J ′

)
f(J)f(J ′). (7.16)

To do: physics of the BL equation; recovery of the Landau equation when collective
effects are weak and breakdown of BL in the presence of weakly damped modes.
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8. Examples of secular evolution
8.1. Secular evolution of hot spheres
8.2. Secular evolution of cold disks
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9. Problems
Q1. Basic notions of angle-action variables.
(a) Consider a test particle moving in a Hamiltonian H(q,p) where q and p are

canonically conjugate coordinates and momenta. Write down Hamilton’s equations for
q and p.

(b) Explain why orbits in smooth, inhomogeneous gravitational potentials are naturally
described using angle-action variables (θ,J) rather than position-velocity (r,v). Use
angle-action coordinates to write down expressions for the Poisson bracket [g, h] and the
phase space volume element dq dp.

(c) Supposing H = H0(J), write down an expression for the frequency Ω(J). In a
static, non-rotating, spherically symmetric potential the natural action coordinates are
J = (Jr, L, Lz), where Jr is the particle’s radial action, L is the norm of its specific
angular momentum, and Lz is the z-component of that angular momentum. In this
case one can always write H0(Jr, L). What is Ω3 in this case? What is the physical
significance of this result? Sketch two orbits in a generic spherically symmetric potential
(but not the Keplerian or harmonic potentials), one with Jr ≫ L and one with Jr ≪ L.

Q2. Isochrone potential.
† One downside of angle-action variables (θ,J) is that even though we know the

Hamiltonian H0 = v2/2 + Φ0(r) is a function of J alone, it is often impossible to write
down H0(J) explicitly. An exception to this rule is motion in the isochrone potential,
given by

Φ0(r) = − GM

b+
√
b2 + r2

, (9.1)

where b is a constant scale radius. Note that for r ≪ b this potential approximates
the Harmonic potential Φ0 ∝ r2, while for r ≫ b we recover the Keplerian potential
Φ0 = −GM/r.

(a) Show that the energy of a circular orbit in the isochrone potential is E =
−GM/(2

√
b2 + r2). Show also that the angular momentum of a circular orbit in this

potential is

Lc =
√
GMb

(
1√
x
−
√
x

)
, x ≡ − 2Eb

GM
. (9.2)

(b) By using equation (3.6) one can show that the radial period of motion in the
iscohrone potential is exclusively a function of energy, given by (you do not need to
prove this):

Tr =
2πGM

(−2E)3/2
. (9.3)

Given this, write down a formula for the radial frequecy Ωr in terms of E. Hence show
that the radial action Jr of an arbitrary bound orbit in the isochrone potential is related

† This question is partly based on Q3.3 and Q3.41 of Binney & Tremaine (2008).
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to its energy E and angular momentum L by

Jr =
√
GMb

(
1√
x
− g(L)

)
, (9.4)

where g is some function.

(c) Combine the results of parts (a) and (b) to show that

g(L) =
√
l2 + 1 + l, l ≡ |L|

2
√
GMb

. (9.5)

Hence show that the isochrone Hamiltonian can be written

H0(J) = − (GM)2

2[Jr +
1
2 (L+

√
L2 + 4GMb)]2

. (9.6)

(d) Given J = (Jr, L, Lz), show that for the isochrone Hamiltonian the frequency
vector is Ω = (Ωr, Ωϕ, 0) where

Ωr =
(−2E)3/2

GM
,

Ωϕ

Ωr
=

1

2

(
1 +

L√
L2 + 4GMb

)
. (9.7)

For which limiting values of b will orbits in the isochrone potential be closed?

Q3. Linear response in homogeneous stellar systems.
The dimensionless response matrix of a stellar system is given by

Mpq(ω) =
(2π)3

E
∑
k

∫
dJ

k · ∂f0/∂J
ω − k ·Ω

[Φ
(p)
k (J)]∗Φ

(q)
k (J) (9.8)

In this exercise, we set out to show that for homogeneous systems this response matrix
reduces to the dielectric function of plasma physics.

(a) Assume that the system is placed within a periodic 3D box of size L, and that the
mean potential vanishes, i.e. Φ0 = 0, so that unperturbed trajectories are straight lines.
The system’s angle-action coordinates and the associated orbital frequencies are given
by

θ =
2π

L
r, J =

L

2π
v Ω =

2π

L
v. (9.9)

The system’s instantaneous potential and DF are linked by

Φ(r) =

∫
dr′dv′f(r′,v′)ψ(r, r′), (9.10)

where ψ(r, r′) = −G/|r− r′| is the gravitational pairwise interaction. Making use of the
periodicity of the system and assuming ψ(θ,θ′) is translationally invariant, show that

ψ(θ,θ) = − G

Lπ

∑
p̸=0

eip·(θ−θ′)

|p|2
(9.11)

Using this, show that the response matrix becomes

Mpq(ω) =
GL2

π
δqp

1

|p|2

∫
dv

p · ∂f0/∂v
ω − p · v

, (9.12)
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where ω ≡ (2π)−1Lω.

(b) Assume that the system’s mean distribution function (DF) follows the Maxwellian
distribution:

f0(v) =
ρ0

(2πσ2)3/2
e−|v|2/(2σ2), (9.13)

where ρ0 is the system’s mean density, and σ is the velocity dispersion. Show that in this
case

Mpq(ω) = δqp
1

|p|2

(
L

LJ

)2

[1 + ζZ(ζ)], (9.14)

where

ζ =
ω√
2|p|σ

, Z(ζ) =
1√
π

∫ ∞

−∞
du

e−u2

u− ζ
, LJ =

√
πσ2

Gρ0
. (9.15)

What is the main difference between this expression for a self-gravitating system, and
the analogous one for an electrostatic plasma? What happens for a system with L > LJ?
(Hint: write down the dispersion relation and then look for purely growing solutions
ω = iγ for real γ).

Q4. Using Rostoker’s principle to derive the Balescu-Lenard equation.
Rostoker’s principle tells us that we can think of a secularly evolving plasma or stellar

system as a collection of N uncorrelated particles undergoing two-body encounters (a la
Chandrasekhar), provided we replace the bare Coulombic/Newtonian interaction ψ(r, r′)
of each two-body encounter with its dressed counterpart ψd. In this exercise we use this
principle to derive the BL equation in a short and simple way. Note we do not need to deal
explicitly with fluctuations here, so we drop the ‘0’ subscript on mean-field quantities.

9.0.1. Interaction of two stars via a dressed potential
Consider a ‘test’ star with coordinates (θ,J) and a ‘field’ star with coordinates (θ′,J ′).

Rostoker’s principle says that we can forget about all the other stars, and treat the
interaction of these two stars as if they were an isolated system with specific two-body
Hamiltonian (units of (velocity)2):

h = H(J) +H(J ′) + Ud(θ,J ,θ′,J ′), (9.16)

where H(J) is the mean-field Hamiltonian. Here Ud(θ,J ,θ′,J ′) is the dressed specific
potential energy between a particle at phase space location (θ,J) and a particle at
(θ′,J ′). (It consists of the usual Newtonian attraction plus collective effects; if we ignore
these then Ud → −Gm/|r − r′|). Let us expand ψd as a Fourier series in the angle
variables:

ψd(θ,J ,θ′,J ′) = m
∑
kk′

ei(k·θ−k′·θ′) ψd
kk′(J ,J ′,k′ ·Ω′). (9.17)

Here ψd
kk′(J ,J ′,k′ · Ω′) is the dressed potential interaction we derived in the lectures,

and we have put in the correct frequency dependence (ω = k′ ·Ω′), basically because we
know what the answer has to look like, but also because it is physically clear that these
are the only frequencies available to the system.

Treat the two-body interaction as a perturbation. To zeroth order in this perturbation
the test and field stars just follow their mean field trajectories θ = θ0 + Ωt and θ′ =
θ′
0 +Ω′t indefinitely. To first order, the result of their interaction is to nudge each other
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J' J'+ΔJ'

J J+ΔJ

J' J'+ΔJ'

JJ-ΔJ

(a) (b)

Figure 16. Two possibilities for ‘scattering’ in action coordinates. A test star’s action changes
by ∆J during an ‘encounter’ with a field star whose action changes from J ′ to J ′ + ∆J ′.
The DF f(J) will be decremented if the test star is kicked out of state J (process (a)), but
will be incremented if it is kicked in to state J from J − ∆J (process (b)). To write down a
master equation we must also account for the inverse processes (by reversing the directions of
the arrows).

to new actions J + δJ and J ′ + δJ ′ respectively. Show that

δJ(θ0,J ,θ
′
0,J

′, τ) = −m
∑
kk′

ikψd
kk′(J ,J ′,k′ ·Ω′) ei(k·θ0−k′·θ′

0)
ei(k·Ω−k′·Ω′)τ − 1

i(k ·Ω − k′ ·Ω′)
,

(9.18)

The result for δJ ′ is the same as (9.18) except we replace the first factor ik → −ik′.

9.0.2. The master equation
Following Rostoker, we consider the relaxation of our entire system to consist of nothing

more than an uncorrelated set of dressed two-body encounters. Then it is easy to write
down a master equation for the DF f(J). To do so, we account for (a) test stars being
nudged out of the state J and in to some new state J + ∆J , as illustrated in Figure
16a, and (b) test stars being nudged in to the state J from J −∆J , as in Figure 16b.
Processes (a) and (b) are both deterministic and time-reversible, so we must also account
for their inverses, which would be represented by the same diagrams but with the arrows
pointing in the opposite direction.

Let the transition rate density be w(∆J , ∆J ′|J ,J ′). This quantity is defined such that
w(∆J , ∆J ′|J ,J ′) d∆Jd∆J ′τ is the probability that a given test star with initial action
J is scattered to the volume of phase space d∆J around J +∆J , by a given field star
with action J ′ that is itself scattered to the volume element d∆J ′ around J ′ +∆J ′, in
a time interval τ that is much longer than an orbital period but much shorter than the
relaxation time. Assuming the system’s equilibrium state is invariant under time reversal,
argue that f satisfies the master equation

∂f(J)

∂t
=

(2π)3

m

∫
dJ ′d∆Jd∆J ′

× 1

2

[
w(∆J , ∆J ′|J ,J ′)[−f(J)f(J ′) + f(J +∆J)f(J ′ +∆J ′)]

+ w(∆J , ∆J ′|J −∆J ,J ′)[f(J −∆J)f(J ′)− f(J)f(J ′ +∆J ′)]
]
. (9.19)

By expanding the integrand for weak interactions, i.e. for ∆J , ∆J ′ ≪ J ,J ′, up to second
order in small quantities, show that

∂f(J)

∂t
=

∂

∂J
·
∫

dJ ′
[
A · f(J ′)

∂f

∂J
+ B · f(J) ∂f

∂J ′

]
. (9.20)
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where A is a 3× 3 matrix:

A(J ,J ′) =
(2π)3

2m

∫
d∆Jd∆J ′w(∆J , ∆J ′|J ,J ′)∆J∆J ≡ (2π)3

2m

⟨∆J∆J⟩τ
τ

, (9.21)

where ⟨∆J∆J⟩τ is the expectation value of ∆J∆J after a time interval τ for a given
test star action J and field star action J ′. What is the analogous expression for B?

9.0.3. The kinetic equation
Now we put the results of §9.0.1 and §9.0.2 together. Since by Jeans’ theorem stars

are uniformly distributed in the angle variables, we can calculate the expectation value
⟨∆J∆J⟩τ by averaging over initial phases θ0,θ

′
0. Thus we have

⟨∆J∆J⟩τ =

∫
dθ0
(2π)3

dθ′
0

(2π)3
δJ(θ0,J ,θ

′
0,J

′, τ) δJ(θ0,J ,θ
′
0,J

′, τ), (9.22)

where δJ is given in equation (9.18). Plugging (9.22) and (9.18) in to (9.21) and taking
the limit τ → ∞ show that

A(J ,J ′) =
m

2(2π)3

∫
dθ0dθ

′
0

∑
kk′

∑
qq′

k q ψd
kk′(J ,J ′,k′ ·Ω′)ψd

qq′(J ,J ′, q′ ·Ω′)

× ei(k+q)·θ0e−i(k′+q′)·θ′
0 lim
τ→∞

[
τ−1 ei(k·Ω−k′·Ω′)τ − 1

k ·Ω − k′ ·Ω′
ei(q·Ω−q′·Ω′)τ − 1

q ·Ω − q′ ·Ω′

]
.

(9.23)

Making use of the following two identities

ψd
kk′(J ,J ′) = [ψd

−k,−k′(J ,J ′)]∗, and lim
τ→∞

[
|eixτ − 1|2/x2τ

]
= 2πδ(x), (9.24)

show that

A(J ,J ′) = π(2π)3m
∑
kk′

k k δ(k ·Ω − k′ ·Ω′)|ψd
kk′(J ,J ′,k′ ·Ω′)|2. (9.25)

The result for B is identical to (9.25) except we replace the factor kk with −kk′.
Putting the explicit formulae for A(J ,J ′) and B(J ,J ′) in to the kinetic equation (9.20),
recover the Balescu-Lenard equation:

∂f(J)

∂t
= π(2π)3m

∂

∂J
·
∑
kk′

k

∫
dJ ′δ(k ·Ω − k′ ·Ω′)|ψd

kk′(J ,J ′,k′ ·Ω′)|2

×
(
k · ∂

∂J
− k′ · ∂

∂J ′

)
f(J)f(J ′). (9.26)

Q5. Mass, energy and entropy.
Up to prefactors, the total mass, mean field energy and entropy of a stellar system are

M(t) =

∫
dJf0(J , t), (9.27)

E(t) =
∫

dJf0(J , t)H0(J), (9.28)

S(t) = −
∫

dJf0(J , t) ln f0(J , t). (9.29)
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(a) Assume that the secular evolution is instead self-consistently driven by the
(collectively amplified) finite-N noise in the system, so that f0 satisfies the Balescu-
Lenard kinetic equation (i.e. equation (9.26) for f → f0). Show that (i) dM/dt = 0, (ii)
dE/dt = 0 and (iii) dS/dt ⩾ 0, and comment upon your results. [You may assume the
symmetry |ψd

kk′(J ,J ′, ω)|2 = |ψd
k′k(J

′,J , ω)|2 for real ω].

(b) Suppose there existed a distribution f0 ∝ exp(−βH0(J)) for some constant β with
units of (velocity)−2. Compute ∂f0/∂t as driven by the Balescu-Lenard equation in this
case, and comment on your result.
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